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A strong claim about human sentence comprehension is that the processing mechanism
is fully innate and applies differently to different languages only to the extent that their
grammars differ. If so. there is hope for an explanatory project which attributes all
parsing •'strategies" to fUndamental design characteristics of the parsing device. How"ver. the whole explanatory program is in peril because of the discovery (Cuetos &
Mitchell. 1988) that Late Closure is not universal: Spanish. and also Dutch and other
languages. favor Early Closure (high attachment) where English favors Late Closure
(low attachment). 1 argue that the universal parser can weather this storm. Exceptions
oro Late Closure In Spanish and other languages are observed only in one construction
(a relative clause attaching into a complex noun phrase [NPJ). which is borderline in
English too. For other constructions. low attachment is preferred in all languages tested.
" propose that what differentiates the complex NP construction is the heaviness of the
.wachee compared to that ofthe host configuration. A relative clause is a heavy attachee.
and the lower NP alone is small as a host; the relative is therefore better balanced if
the whole complex NP is its host. A wide range offacts is accountedfor by the principle
,Ihat a constituent likes to have a sister of its own size. Light constituents will tend to
attach low. and heavy ones to attach high. since larger constituents are dominated by
higher nodes. A preference for balanced weight is familiar from work on prosodic phrasling. I suggest. therefore. that prosodic processing occurs in parallel with syntactic processing (even in reading) and influences structural ambiguity resolution. Height of
attachment ambiguities are resolved by the prosodically motivated same-size-sister con-
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straint. The exceptional behavior of English may be due to its prosodic packaging of a
relative pronoun with the adjacent noun, overriding the balance tendency. If this expla.
nation is correct, it is possible that all cross-language variations in parsing preferences
,r:/re due to cross-language variations in the prosodic component ofthe competence grammar.

lNTRODUCTION: LEARNING TO PARSE AND PARSING TO
LEARN

Looking back for the purposes of this special anniversary volume, the vista
shows sentence processing research and language acquisition research, the
two major strands of psycholinguistics, each taking its own course and thriving tolerably well in friendly ignorance of the other. There are some distinguished exceptions, but rather few. Researchers typically train in one field
or the other; they use different methods and even different statistics; they
attend different conferences. Only the journals, notably the Journal of Psycholinguistic Research, have consistently held the two disciplines close, at
least physically close between cardboard covers. Looking forward beyond
the mists of the millenium I see these two strands merging. Not because
there is any deep philosophical reason why they must, nor even to please
the granting agencies, but because the research problems we are addressing
in the two fields have begun to collide with each other of their own accord.
Recent experiments on processing have made real the possibility that some
aspects of parsing may have to be learned. And formal models of parameter
setting have made it impossible to ignore the fact that learners must parse
sentences in order to learn from them.
The first of these trends is discussed in the present paper. The second
is the topic of a twin paper, "Parsing to Learn," which will appear in the
next issue of this journal. In each case I outline a problem, report some
current ideas, and then make a list of things to do that will keep me busy
until the next anniversary volume.
LEARNING TO PARSE?

Rightly or wrongly, modem psycholinguistics has been largely guided
by the working assumption, from Chomsky (1965), that nothing is learned
unless there is reason to believe that it is (see Note 1). To say that perceivers
have to learn to parse sentences is thus a concession to be made only under
duress, when the empirical evidence insists. In recent years sentence pro,~essing research has begun to look beyond English to other languages, to
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find out how consistent the parser's behavior is across languages. A striking
of divergence was spotted by Cuetos and Mitchell (1988) and by
resisting explanation has continued to command attention. Adjuncts in English tend to be attached low in the sentence structure when there is a choice
(Late Closure, or LC), while in Spanish (also in Dutch, and perhaps in
French, Gennan, Italian, and Japanese) adjuncts in some contexts prefer to
attach high (Early Closure, or EC) (see Note 2). This cross-linguistic variBltion in parsing is prima facie evidence for learning.
It would be an evident oversimplification, though, to assume that eve:rything that is language-specific must have been learned. Even for linguistic
competence this adage is not true, since there can be facts that follow by
innate principle from other facts that are learned. And for the perfonnance
routines there are several interesting twists by which language-specific behavior can arise without learning. I will argue here that there is no real cause
for concern about innateness; the observed variation with respect to
Early/Late Closure is compatible with a fully innate parsing mechanism and
Blmbiguity resolution preferences. First some background.
f~xample

Can Parsing Be Learned?
Even in the psycholinguistic tradition based on generative grammar,
which believes stoutly in the innateness of linguistic competence, it was
a.ssumed at first that the sentence parsing routines must be acquired. Twentysome years ago, Fodor, Bever, and Garrett (1974) struggled with the developmental implications of their model of how natural languages are parsed
with a transfonnational grammar. Their conclusion, as we all recall, is that
sentences are not parsed with a transfonnational grammar. It was difficult
to see how deep structure rules and deep-to-surface transfonnations could
be put to work to associate a deep structure (and thence meaning) with a
word string. And the experimental evidence on derivational complexity provided no encouragement for the idea. All it showed was a heavy dependence
on surface cues: facts about the word string which uniquely detennine properties of the deep structure. Conclusion: The parser deduces what it can of
tlhe deep structure based on these cues, applying heuristics distinct from the
rules or principles of the mental grammar. However, surface cues are bound
to be language-specific. Consider the classic canonical sentoid strategy:
"whenever one encounters a surface sequence NP V (NP), assume that these
items are, respectively, subject, verb, and object of a deep sentoid" Fodor
et al., 1974, (p. 345). This suits English but would not serve well for Japanese (verb final) or Irish (verb initial). Conclusion: Parsing heuristics must
be acquired.
How they could be acquired was the puzzle. It is not clear, for example,
how a learner could establish the cue validity of a surface fact (though see
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Bever et ai, 1989). Worse still, the uniqueness relations between surface
properties and deep properties are bound to change as the learner acquires
more structures of the language. Deep-surface correlations that once were
reliable can no longer be trusted. So the child would have to keep discarding
heuristics and replacing them with new ones. Even if the competence grammar developed gradually, a small grammar change could call for a major
revision of the heuristics. Alternatively, Fodor et al. (1974) suggested, learners might be able to derive the heuristics as theorems over the grammar. In
principle this should be so. But it might not make parsing any easier for
beginners. Because of the impact of grammar changes, the learner would
have to keep re-deducing the theorems. And the deductions involved would
be highly complex because of what we now call the "depth of derivation"
problem (Chomsky, 1986), i.e., a deep fact can be obscured by interactions

with subsequent transformational operations during the course of a derivation.
Thus in 1974, acquiring language-specific parsing strategies was nece'ssary but impractical. Nowadays, by contrast, it can be argued that learning
to parse is largely or wholly unnecessary but is achievable within limits.
There are at least two simple ways in which learning can occur. One is by
the setting of parsing parameters. For linguistic competence, the principlesand-parameters model made grammar acquisition suddenly seem feasible;
setting a handful of binary parameters is far less onerous than creating a
grammar from scratch (see discussion in Fodor, in press). Similarly, if the
parser were innate except for a handful of parameters to be set on the basis
of experience, then the parsing routines could differ between language communities without a great burden on the learning routines. Parsing parameters
have been proposed. A parameter for top-down versus bottom-up tree building was suggested by Mazuka and Lust (1990) and Frazier and Rayner
(1988), but the evidence for it is insubstantial (see discussion in Inoue &
Fodor, 1995). A parameter that governs height of attachment and interacts
with Late Closure has been proposed by Gibson, Pearlmutter, Canseco-Gon2:alez, & Hickok (1996), but if the explanation I offer here for the observed
variability in attachment height is correct, then this parameter also is unneeded; see discussion below. Perhaps other parsing parameters will be identified, but at present there are no good candidates.
The other easy way to achieve language-specific parsing routines is to
make them responsive to the frequency of occurrence of constructions in
the ambient language. This is what Mitchell and Cuetos (1991) have called
"tuning" and have proposed as the source of the observed cross-language
differences with respect to closure. Their Tuning Hypothesis entails that,
where the parser is faced with a choice between structures to build, it favors
whichever analysis occurs more frequently in the language. Note that the
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notion of tuning implies minor adjustments only; as in the parameter-setting
model, it is presupposed that most of the parsing mechanism's activities are
innately determined. Though tuning requires that the relative frequencies of
the competing constructions be acquired by experience, such learning need
not be burdensome. The ubiquity of frequency sensitivity in psychology
suggests that frequency effects are not a significant drain on resources but
are in some way a natural byproduct of repeated access of a mental record.
In that case they would occur in parsing in any case, whether useful or not.
Thus a Tuning Hypothesis parser, unlike a learner of heuristics in the Fodor,
Bever, and Garrett model, does not have to acquire any facts that it would
not independently be registering in the normal course of events. And in any
case, acquiring these facts is not a precondition on being able to parse at
all, as it was in the heuristics model; it merely enables the perceiver to parse
in the style of the local community and perhaps avoid some misunderstandings. (See Note 3.)
However, even if learning to parse is practicable on current assumptions, explanatory considerations still favor a nonlearning model. And until
tlle recent crisis about closure, a fully innate parsing mechanism without
l,earning has seemed quite capable of coping with all the facts. The universality of this mechanism depends on a certain parceling of responsibility
between the parser and the competence grammar that was not possible in
Fodor, Bever, and Garrett's model.

One Parser, Many Grammars
Though the failure of the derivational theory of complexity caused a
stir, before long a way was found to cope with derivational operations algorithmically and on-line, by folding them into the phrase structure assignment operations: Establish a transformational dependency between two
sentence positions just in case it is needed in order to reconcile surface
deviations from base phrase structure rules. (See the HOLD hypothesis of
Wanner & Maratsos, 1978; the Superstrategy of Fodor, 1980.) As a result,
parsing even with a transformational grammar could be seen as "left to
right," systematic and incremental, effected by a precise program that faithfully applies the mental grammar. There was no need any longer for heuristics, no more approximate guesses, and no more surface cues either,
except inasmuch as the parsing algorithm, obedient to the grammar, builds
only structures compatible with the surface word string. Most importantly,
the algorithm could now be universal, since its role is merely to apply the
facts of a grammar to input word strings. This raises the possibility that all
differences in the parsing of one language versus another can be attributed
to differences in their grammars. If so, the parsing algorithm can be assumed
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to be innate, present at birth and constant across a lifetime. The grammar
Ghanges as a learner acquires more knowledge; as it does, the set of structures assigned to word strings will change, but the procedure that assigns
them need not.
On this view, the parsing routines exist merely for efficient implementation of the competence grammar. So there is very little scope for learning
l:ven if one had some reason for wanting to model parsing as an acquired
skilL To the extent that the parser is a mechanism (rather than a collection
of surface-deep correlations about a language), it is implausible to suppose
that each human builds it from scratch on the basis of experience. There is
only one likely prospect for what might be learned other than the grammar
itself, and that is what to do where the grammar does not dictate the correct
analysis, Le., at places where the input is ambiguous. At such points even
a faithful implementation of the grammar would be free to make its own
Ghoices. It might decide at random, or its choices might be systematic and
internally driven-or they might be learned. As the tuning hypothesis suggests, novice perceivers might watch out to see which way their elders and
betters resolve ambiguities. They would be acquiring facts about usage not
represented in the competence grammar.
If such learning were to occur, how extensive might it be? Some human
languages have many sources of on-line ambiguity. If resolution patterns for
all of them had to be learned, and if the "grain" of individuation of ambiguities were very fine so that there were no broad generalizations covering
them all (Gibson, Schutze, & Salomon, 1996; Mitchell, Cuetos, Corley, &
Brysbaert, 1995), then the load of learning could be quite heavy, though
still much more circumscribed than if routines for unambiguous strings had
also to be learned, as in earlier days. In short: The concept of the parser as
just a device for applying a grammar implies at best no learning at all, and
at worst a tight bound on what is to be learned. Apart from the grammar
itself, the most that would have to be learned is: Build this structure or build
that one, where the grammar allows both.
Architectural Explanation

I have claimed that minimizing the amount of learning that is assumed
to occur is desirable even if learning is easy. This is because wherever it
Gan be established that what the parser does is not a product of learning, we
(;an engage in a form of reasoning that deepens our theories and gives them
(~xplanatory force. We can contemplate architectural explanations for the
parser's observed structural preferences. If these preferences can plausibly
be attributed to the design of the parsing machinery, we can draw conclusions about the machinery from the nature of the preferences. This is a
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research goal worth aiming for. Without it, all we study when we study
parsing preferences is parsing preferences. Of course it may not work out.
All one can do is try it and see whether insight ensues.
This explanatory program was initiated by Kimball (1973), who proposed seven principles of parsing, six of which were claimed to follow
directly or indirectly from the seventh, called "Processing": "When a
phrase is closed, it is pushed down into a syntactic (possibly semantic)
processing stage and cleared from short-term memory." (p. 38) Frazier and
Fodor (1978) retained this explanatory goal but altered the details in the
Sausage Machine model. The aspect of the model that gave it its silly name
was a two-stage organization which had its roots in the concept of shunting
material out of short-term memory assumed both by Kimball and by Fodor,
Bever, and Garrett. The Preliminary Phrase Packager (PPP) built structure
~Dr substrings of half a dozen words each, and these packages constituted
the input elements to be stitched together by the second stage component.
The packaging mechanism accounted for some curious facts about constituent length not explained either before or since (but see below); but it was
defective and soon died. A second central assumption about the parser's
design was that it adopts whichever analysis most quickly presents itself as
an option. Frazier and Rayner (1988) have since named this the "First Analysis Constraint": "At choice points the processor adopts the first syntactic
analysis available (specifically the analysis that follows from Minimal Attachment, Late Closure and the Most Recent Filler Strategy) rather than
pursuing multiple syntactic analyses or delaying analysis of the input" (p.
263). Cutting free from particular strategies, this could be reformulated as
"Attach Quickly": "On receiving a word of the input string, connect it to
the CPPM (current partial phrase marker) as quickly as possible" (Fodor &
Inoue, in press.) This general principle can provide the explanatory link
between the parser's behavior and its inner workings.
What is the evidence for the First Analysis Constraint? It is all rather
indirect, even circular, but the overall idea holds together as a coherent
account of how the human sentence parsing mechanism might be designed.
When the parser is free to choose between structures, we don't find that it
has no systematic preference between them. It also does not invariably prefer
the most frequent structure, according to recent results that appear to disconfirm the Tuning Hypothesis (Brysbaert & Mitchell, 1996b). Other things
being equal, the parser prefers the simpler structure. This is what is called
Minimal Attachment (MA), and it amounts to nothing but laziness. Likewise
[.Dr the structural reflexes of transformational movement. What is observed
is that the parser does not complicate a sentence analysis by positing a
binding relation between the current phrase and some as yet unencountered
empty category, except where the input string leaves it no alternative. This
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is (one part of) the Minimal Chain Principle (MCP; De Vincenzi, 1991; also
see reference to Superstrategy, above) and it is another manifestation of
laziness. Observing this consistent tendency to take the easy way out, we
think up how a device would have to be designed such that the operations
that it would find easiest are the ones the human parser is observed to favor.
For Minimal Attachment it doesn't take much imagination to think of a
machine that would rather build less structure than more. It is not quite so
trivial, however, to devise a system that implements this idea. It must be a
system that can tell what is the least structure that will serve to attach an
input word. This is where the First Analysis Constraint comes in.
Make the plausible assumption that the time it takes to compute a
possible attachment of a word into a tree is a function of how many new
nodes there are on the linking path: the more nodes that have to be computed, the greater the computation time. If the executive component snaps
up the first attachment that offers itself, then (other things being equal) the
one with the fewest nodes will win. Without some such "race" mechanism,
the comparative evaluation of alternative potential attachments could be
quite onerous. It could add substantially to the computational load of the
parser rather than contributing to efficiency. In that case it would be less
convincing to argue that the Minimal Attachment tendency is just what comes
naturally to a least-effort device. The least-effort explanation is plausible because the necessary comparisons can be performed at essentially no cost, just
by taking advantage of time differentials that would presumably exist in any
case. The process by which the parser calculates its options at each point in
the parse is ignored in most models, treated as an implementation detail of
no interest, but arguably it is the heart of the whole system. The race mechanism is an architectural assumption. If it is correct, it provides a window
ioto other basic aspects of the parser's operating characteristics.
To summarize: The significance of the least-effort assumption to the
(:xplanatory project is twofold. One advantage is that it provides us with a
research strategy for inferring how the parser is designed. To avoid circularity, hypotheses so derived should be checked by other means; but there
is value to having some specific hypotheses to check. Second: If successful,
the least effort assumption constitutes the ultimate generalization over observed instances. Every choice the parser makes would have the same origin:
the pressure to parse quickly. The data would be accounted for without any
ad hoc stipulations of particular strategies in particular circumstances. Indeed, if this is so, it is inappropriate to talk about strategies at all. There is
no Minimal Attachment strategy, there is no Minimal Chain Principle. These
simply dissolve into the general laziness tendency (= Minimal Everything
in the terms of Inoue & Fodor, 1995), and this is not a strategy but a way
of life.
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The descriptive consequence of this approach is that we have very few
degrees of freedom in accounting for any cross-linguistic differences observed in parsing. They can be attributed only to interactions between the
universal structure assigrunent device, with its general tendency toward least
effort, and the lexical and grammatical facts of particular languages. Different observable outcomes are possible because the ways in which ambiguity
and structural complexity are distributed through sentences depends on many
incidental facts of a grammar, and differ from one language to another. The
explanatory program would have greatest scope if it could be shown that
this is the source of all cross-language differences in processing (see Note
4). Which means it is time to think about Late Closure.

Late Closure in Peril
The Late Closure strategy was defined by Frazier (1978) as: "When
possible, attach incoming material into the clause or phrase currently being
parsed." (p. 49) This is essentially equivalent to Kimball's (1973) Right
Association (RA) principle: "Terminal symbols optimally associate to the
lowest nonterminal node." (p. 24) A wide variety of constructions in English
exhibit a fairly strong RNLC tendency. Kimball documented a number of
them; Frazier presented experimental data on several. The following examples are from a collection of garden paths gathered by students at the
City University of New York. Example (1) is an autobiographical snippet
by a ballerina quoted in a New York City Ballet performance program; it
has an ambiguity of preposition phrase (PP) attachment to either a lower or
a higher clause. Example (2) is from a news item in The New York Times;
i1! has an ambiguity of attachment of a conjoined noun phrase (NP) to either
a lower or a higher NP. (Line breaks are as in originals.)
(I) I would say that at 13 it was defi-

nite for me that I was going to
dance; it didn't matter where, in
how big or small a company. I made
that commitment when I began
studying with an excellent teacher,
Marcia Dale Weary. I remember
coming home from five hours of
classes and going over everything we
had learned in my bedroom late at
night. It just felt right, and I
thought, "I could do this 24 hours
a day."
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(2) A gunman posing as a United Parcels Service deliveryman and an accomplice invaded a brownstone
apartment on the Upper West Side
yesterday and shot and killed a fashion designer....
There is no question that LC is true (at least as a descriptive generalization)
of the majority of constructions in English and in other languages too. But
it is not universal.
The counterexamples to LC come from Spanish examples such as (3),
from Cuetos and Mitchell (1988), and comparable examples in other languages.
(3) Alguien disparo contra el criado
de la
someone shot against the servant (male) of the
actriz que estaba en el baIcon.
actress who was on the balcony
"Someone shot the servant of the actress who was on the balcony."
For simplicity in what follows I will take Spanish as the exemplar of all the
languages in which high attachment has been observed (without implying
that there are no relevant differences between them). The structure of the
object NP in (3) is shown in (4). (Details of the analysis of this construction,
e:.g., NP or Determiner Phrase category, are not important to what follows.
Spec = Specifier, the category of definite and indefinite articles.) Though
the data are patchy as yet, there is some reason to believe that this is the
only configuration that exhibits a high attachment preference even in Spanish, so its characteristics are important. It consists of a complex NP with
two potential attachment sites for a relative clause, separated vertically by
a PP node.
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The potential attachment sites for the relative clause are the higher and
the lower N' (N = noun). This construction has been tested in several languages and by several methods. It is impossible to review all the relevant
experimental findings here; details can be found in the ample reports in the
liiterature. As a very approximate summary, it may be said that the structure
(4) does not provide strong evidence for LC in either Spanish or English.
In Spanish the preference is tilted rather cons;'itently towards Early Closure;
in English the preference may lean in the direction of LC but it is very weak
and wavering compared with the LC preference in other constructions.
Consider now some of the constructions that seem consistently to favor
Le. Igoa (1995) found a preference for low attachment in Spanish for examples such as (5).
su amigo.
(5) Raul vendi6 el libra que habia robada a
sold the book which had stolen to/from his friend
"Raul sold the book that he had stolen to/from his friend."
The attachee here is a PP, and the host is a relative clause configuration
which offers a choice between high-clause and low-clause attachment sites.
Comparable examples in English are familiar as instances of Le. Intuitive
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judgments suggest also that there is a low-attachment preference in Spanish
as well as English when the attachee is an adverb or a PP, and the host
construction has a complement clause within a main clause, as in (6).
fue ayer.
(6) Juan dijo que Bill se
said that
clitic left yesterday
"Juan said that Bill left yesterday."
Gibson, Pearlmutter et al. (1996) found a low-attachment preference in both
llmguages in constructions like (4) but with two PPs, so with three potential
attachment sites.
(7) the lamp near the painting of the house that was damaged in the

flood
Thus the general drift seems to be toward LC in all languages, with (4) in
languages other than English as the only exception.
This brief summary can do only rough justice to the data. There are
various discrepancies between studies which may prove to be important:
On-line and off-line response measures do not always agree; the segmentation of visual displays may make a difference (Gilboy & Sopena, 1996);
and the attachment preference in (4) is modulated in a similar fashion in
English and Spanish by a variety of factors documented by Gilboy, Sopena,
Clifton, & Frazier (1995), including the argument/adjunct status of the PP,
the meaning of the preposition, the definiteness and referentiality of the NPs,
and so forth. It is just imaginable that further research will converge on the
conclusion that there are no cross-language differences at all with respect to
closure but only a general failure of LC in the double-NP construction. But
the consensus is against this at present, so I will assume in what follows
that an adequate model must allow both for cross-construction differences
and for cross-language differences with respect to the same construction.
Clearly the Tuning Hypothesis allows for both, but at the price of failing to capture the very widespread tendency towards LC in the majority of
constructions in all languages for which there are data so far. Since all
preferences are arbitrary for tuning, this consistency would be an utter and
implausible coincidence. The interesting challenge is to find an account
which predicts LC in general but also explains what is special about the
double-NP construction. I will contrast two types of explanation for LC,
both of which attribute it to a least effort tendency but in different ways.
One notes the practical advantages of local attachment. The other sees LC
as an inadvertent consequence of phrasal •'packaging," as in the Sausage
Machine model of Frazier and Fodor (1978). Years ago, Fodor and Frazier
(1980) conceded to Wanner (1980) that the packaging explanation of LC
could not be right. I have assumed ever since that that was the end of the
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matter. Wanner's argument was unassailable, and locality offered a perfectly
plausible alternative. But surprisingly, it seems now that the recent puzzles
about Late Closure have a very natural solution if the packaging account
was correct after all. I will suggest, then, that what we had wrong in 1978
was just the details of the packaging mechanism. When they are rectified,
Wanner's objection no longer applies but most of the explanatory force of
the packaging idea remains.

I.e as Locality
Late closure encourages local attachment. It says: Don't leap around
the tree; favor an attachment site that is structurally close to the site of the
last word attached. (See Note 5.) It is sometimes implied that local attachment is efficient, in that it allows an incoming word to be attached more
rapidly than nonlocal attachment would. But this can't just be taken for
granted. We must say why local attachment gets the job done faster. Wanner
(1980) proposed that its advantage is that it minimizes shifts between levels
in the tree. Fodor and Frazier (1980) expanded on this by noting that shifting
upward is effortful since every node that is skipped over between one attachment and the next has to be checked out to be sure it isn't lacking
obligatory daughters; shifting up past a missing daughter creates an illf.ormed tree. So an attachment that shifts up the right edge of the tree past
several nodes would cost more computation than an otherwise comparable
attachment that stays down closer to the previous word. Hence local attachment can be seen as a least effort tendency, favored by the First Analysis
Constraint. (See Note 6.) Note that this reasoning is completely general and
should apply universally. So if this is the right explanation of the prevalence
of LC in English, the low/local-attachment tendency should be observed in
every construction in every language where there is a choice between (otherwise comparable) local and nonlocal attachment sites. (See Note 7.) Even
the strength of the tendency should be the same-across constructions and
across languages-wherever the number of nodes to be checked on the upward path is the same.
Where there are exceptions to this pattern, as in (4) in Spanish, there
must be specific reasons to the contrary. The proposals of Gibson, Pearlmutter, et aI. (1996) and Frazier and Clifton (1996) can be seen as suggestions as to what the contrary reasons might be. In the two-factor model of
Gibson, Pearlmutter, et aI., there is another principle, Predicate Proximity,
which favors high attachment in some contexts [contexts where the higher
site is structurally closer to a predicate than the lower one is, as would be
the case in (4) if the complex noun phrase appeared as the subject or object
of a verb]. Hence the variation across constructions. Predicate Proximity is
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parametrized: In Spanish it is strong enough to outweigh LC but in English
it is weak. Hence the difference across languages. (LC is called "Recency"
in this model and is assumed to be universal and unparametrized.) In the
Construal Theory of Frazier and Clifton (1996), LC is limited to certain
kinds of phrase. The attachment preferences MA and LC apply only to
primary phrases (subjects, predicates, complements, and other obligatory
elements) because only these are strictly attached into the phrase marker.
Nonprimary phrases (such as adjuncts and conjuncts) are not attached, but
are associated loosely with the current thematic domain, and their relationship to other elements in the domain is interpreted (construed) using any
structural or semantic or discourse information available. A principle of
"Relativized Relevance" ("maximize relevance to the main assertion of the
sl~ntence") generally favors high attachment within a thematic domain; this
predicts high attachment inside the complex NP (4) because of is not a theta
assigner. But this is offset in English (not Spanish) by a Gricean principle
of ambiguity avoidance which disfavors of constructions with high adjuncts
because their meaning could have been expressed unambiguously in English
(not Spanish) by use of the "Saxon genitive," e.g., the actress' servant who
was on the balcony.
With some such accessory assumptions, the locality motivation for LC
may be perfectly adequate for the data that are generally considered (though
sl~e Mitchell & Brysbaert, in press, on some shortcomings of construal and
predicate proximity). But I will show below that there is an interesting range
of facts that it does not address at all.

Ie as Packaging
The alternative proposal, made within the framework of the Sausage
Machine model, is that LC follows from the chunking of the input into small
packages by an initial stage of very local parsing. Supporting evidence for
this approach came from the observation that the pressure toward low attachment is greatest for small phrases. We observed a sort of antigravity
law: Heavy constituents can rise, but light constituents stay low. (Note: I
will use the terms length and heaviness more or less interchangeably for
convenience, but I assume that heaviness is a function of both length and
syntactic category-a clause is heavier than an NP, for example, even if
they contain the same number of words.) For small attachees, LC is so strong
that it can even result in adoption of an ungrammatical analysis despite the
existence of a well-formed analysis with higher attachment. In particular, if
a very short constituent is stranded after a long one, it becomes absorbed
into the longer one; in a right-branching language like English, this means
it attaches low. These points are illustrated in (8) and (9). In (8a) the single
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word out clings strongly to the lower clause, but the long out-PP in (8b)
can more easily be related to the higher clause. In (9) the word down tries
to attach low inside the glove-NP even though this is lexically quite inappropriate, and even though the higher site positively needs the attachment
bl~cause a locative argument for put is obligatory.
(8)a. Mary threw the apple she had been eating out.
b. Mary threw the apple she had been eating out of the window
and into the rosebush.
(9) She put the bat, the ball and the glove down.
Examples like these posed an interesting challenge for explanation. It
is sometimes suggested that a long intervening constituent is deleterious
bl~cause it postpones the establishment of relations between the items it
separates, such as the verb and the particle in (9) (see Bever, 1970; Hawkins,
1994). But obviously no account based solely on the disadvantage of a long
intervening constituent could explain the considerable effect of the length
of the next constituent, as in the contrast in (8). Particularly curious is the
fact that the length of the attachee affects how its first word is attachedeven though long attachees start out like short ones but just go on longer.
Apparently, then, there must be some look-ahead or else very rapid revision
as the length of the attaching phrase becomes apparent (or in some cases
the first word may hint at the constituent size, e.g., a relative pronoun signals
a clause). These odd length/heaviness phenomena are what led us to postullate the preliminary phrase packager. We proposed that they were due to
a juggling of package boundaries on-line. The PPP tried to form full packages (for efficiency), so rather than settle for a one-word package in (8a) it
would incorporate out into the preceding phrase; but out in (8b) would break
off from the preceding package to start a new One of its own when it became
apparent that it was the left edge of a larger constituent. Of course this
implies a little leeway at package boundary points. as the PPP juggles items
in and out as optimally as it able to, given its very local view of the word
string.
Once bits of the sentence have been packaged up separately, something
is needed to put them back together for purposes of semantic interpretation.
This was what the second stage of the Sausage Machine was for. Ideally, a
packaged phrase would be treated as a unit at the second stage; a least-effort
parser wouldn't bother looking into the internal structure ofa package unless
it had to. The laziness of the parser explains why on-line packaging decisions
h;ilve quite lasting effects. Two items mispackaged together at the first stage,
like eating and out in (8a) or glove and down in (9), would remain misatt~lched unless specifically corrected by some later process of repair triggered
by a detectable violation of syntactic rules or the inability of compositional
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semantics to assign a meaning to the faulty syntactic structure. The unit
status of packages at the second stage also predicts that successive packages
will attach together as simply as possible, just joined at the top as sisters if
the language allows that. The granunar (syntax and compositional semantics)
may require a more intricate structure, with one package embedded inside
another, but a lazy parser would avoid such complications wherever it can.
The Sausage Machine model thus accounted for strong low-attachment
tl~ndencies due to entrapment within a package, and for high-attachment
tl~ndencies between packages. Since attachment height thus depends on the
rdation between package size and constituent length, it is expected to differ
across constructions as a function of the lengths of the attachee and its host
configuration. One prediction which seems to be correct is that there would
be a stronger LC tendency in (4) if the relative clause were short. Intuitive
judgments suggest that this is so both for English, as in (10), and in Spanish,
as in (11): Each language shifts a little downward on the scale for (10)/(11),
compared with judgments for (4). Italian judgments are similar.
(10) Someone spoke to the servant of the actress who cried.
(11) Alguien hablo con el criado de la actriz que Uoro.
someone spoke with the servant of the actress who cried
"Someone spoke to the servant of the actress who cried."
Similarly, in German (Hemforth, Konieczny, & Scheepers, 1997), a PP tends
to attach low though a relative clause attaches high; informal judgments
suggest that the same is true for Spanish. Attachment height (closure prefe:rence) could even differ for syntactically identical constructions in different
languages, without any parametrization of the parser, if the packaging mechanism were sensitive to phonological factors such as word length or stress
that differ from one language to another.
Thus this old packaging mechanism has the right sort of profile to
account for the newly discovered variability of closure preferences. But it
isn't quite right. The specific predictions it makes depend on exactly where
the package boundaries fall, and that is where the Sausage Machine's packBlging routine did poorly. Taking coordination as the most neutral construction for test purposes, we settled on a package length of six or seven words
because we judged that the PP to Mary attaches lower than the coordinate
node in (12a), though it can attach higher than the coordination in (l2b).
(12)a. the note, the memo and the letter to Mary
b. the memo and the letter to Mary
Conclusion: Since to Mary is evidently packaged up with just the third NP
in (12a), the number of words in (12a), though not in (12b), must be too
many to fit into a single package. This seemed like good reasoning. But

Learning To Parse?

301

Wanner (1980) made mincemeat of it by pointing out that LC effects occur
even where both potential attachment sites are within a six-word package,
as in (13).
(13) Tom said Bill left yesterday.
The adjunct in (13) is not cut off from the higher clause by a package
boundary, yet it cleaves very strongly to the lower clause. LC here has no
packaging explanation.
However, there is another way to read the lesson from (12) which we
overlooked at the time. Suppose the packager likes to divide a phrase into
equal-sized packages. It can achieve this in (12a) by grouping the PP with
the third NP; it will draw a package boundary between memo and letter.
There would be a serious imbalance if the package boundary were drawn
between letter and to. Hence the rather strong preference for "low" attachment of the PP in (12a). In (l2b) there are three phrases and no way to
divide them equally. They could split into two and one, or one and two; so
the package boundary could fall before or after and the letter. This example
does seem less strongly polarized than (12a) is, but a preference for the twoand-one pattern is detectable. I'm not sure why. Perhaps the semantic paraHelism of coordination gives it an edge, or it may be favored by the
Minimal Revision Principle since the first two phrases will be grouped together before the PP is encountered. In (13), high attachment involves the
asymmetric division into Tom said Bill left and yesterday, while the preft:rred low attachment evens things up because it divides the complement
c'lause into Bill left and yesterday. (The upper clause is irrelevant in this
case because the balance requirement applies to the parts of a phrase, i.e.,
to sister constituents. With low adverb attachment, the sister of the adverb
is Bill left, not Tom said Bill left.) (See Note 8.) Exactly the same considerations apply to the Spanish example (6) above. The low-attachment preference in (5) above is also predicted in a similar fashion. The PP a su amigo
in (5) is better balanced as a constituent of the lower verb phrase (VP) (habia
robada) than it would be if it were in the upper VP where its sister would
be much heavier (vendi6 e/ libra que habia robada). Discussion of the threeNP example (7) must wait until the next section, "Packaging as Prosody,"
below.
It is also clear now what is special about (4), and why it is less inclined
toward low attachment than any of the other constructions. The host in (4)
is fairly short (N-P-N) and its attachee is long (a clause). So a balance of
weight is best achieved by dividing the string between the second noun and
the clause, with the result that the clause is interpreted as modifying the
whole complex NP whose head is the first noun. By contrast, in many examples with a height of attachment ambiguity the host is fairly long (e.g.,
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clause + clause), because it has to have room for two comparable attachment
sites; and the attachee is often short (e.g., a one-word adverb or a short PP).
Balance therefore favors assigning the attachee as sister to only a part of
the preceding construction, as we have seen. Furthermore, in the complex
NP construction where the host is short, if the attachee is even shorter, as
in (10)/( 11), then the dividing point shifts as predicted. In (10)/(11) the
attachee consists of just one closed-class item and one full-lexical item, and
so it wants only a fragment of the preceding ambiguous construction as its
sister. As for cross-language differences, it appears that what is peculiar
about English is just that it reacts less strongly to the unusual length differential in (4) than other languages do. I speculate briefly below about what
might be responsible for this. For the moment the claim I want to underline
is that a remarkable number of examples are accounted for on the single
assumption that phrases to be attached at the right edge of the CPPM obey
the foHowing rule: Find a sister ofyour own size. (See Note 9.)
There is considerable evidence in the phonological literature that prosodic phrasing favors balanced structures in which sister constituents are
roughly equal in prosodic weight (a function of length and also stress, etc.).
I suggest, therefore, that the same-size-sister constraint is prosodic in origin,
and that the packaging mechanism is in fact the prosodic processor. It shuttles through the sentence in tandem with the syntactic processor, constructing
phonological phrases on the basis of fairly low-level lexical and syntactic
information together with whatever suprasegmental cues the input contains.
The phrasing that it imposes then influences the higher-level decisions of
the syntactic parser. In some cases the grammar insists that syntactic boundaries coincide with phonological ones; these are the alignment constraints
of prosodic phonology (see Selkirk, 1997, and references therein). In any
case, the parser's least-effort tendency means that prosodic boundaries will
be retained wherever they are not actually incompatible with syntactic and
semantic principles. So where the syntax leaves choices open, the prosodic
influence means that balanced structure will be preferred. A heavy constituent seeks out an equally heavy left sister to associate with; a light constituent looks for a light left sister. And this translates into a difference in height
of attachment: On the right edge of a tree, a lower constituent is smaller
than a higher one. Thus the net effect of the same-size-sister principle is to
favor high attachment for heavy attachees and low attachment for light ones.
(See Note 10.)
Packaging as Prosody
The theoretical advantage of this prosodic packaging device is clear. It
is not an ad hoc gadget, but something that must exist in any case, even if
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we have paid it little attention so far in the modeling of syntactic parsing.
Its properties are independently determinable, so its predictions for preferred
syntactic phrasing cannot be fudged. And it allows (though it does not entail)
the strong claim that the prosodic processor as well as the syntactic processor
is fully innate and universal, and any variation in its behavior for different
languages is due to differences in the prosodic components of their grammars. Gilboy and Sopena (1996) have noted a prosodic difference between
Spanish and English concerning the regularity with which clause endings
are signaled, which they suggest may be relevant to the explanation of the
tl~ndency toward higher attachment in Spanish than in English. Gilboy and
Sopena proposed, as I do here, that readers are influenced by the prosodic
principles of the language, and that this can create what appear to be syntactic parsing differences. (See Note II.)
There is experimental evidence that prosody in spoken sentences can
contribute to structural disambiguation. For example, Schafer, Carter, Clifton, and Frazier (1996) have documented an effect of pitch accents on the
preferred interpretation of the construction in (4): Accent on Nl or N2 increased the probability that the relative clause would be understood as modifying that noun. Other studies (see references given by Schafer et al.) have
shown the influence of prosodic breaks on the establishment of syntactic
phrase boundaries. My proposal, however, goes beyond the claim that when
sentences are heard their prosody is processed and influences the syntactic
parse. I propose that a reader also creates prosodic boundaries, and then
takes them seriously as if they were part of the signal, aligning syntactic
boundaries with them. (Perhaps they are particularly inflexible because there
is no acoustic modulation of predicted patterns?) Almost all of the empirical
studies of early/late closure across languages have employed written mater:ials, with no prosody or relevant punctuation. (See Note 12.) (Methods have
ranged from questionnaires to self-paced reading to eye tracking.) I assume
that in silent reading a prosodic contour is imposed on the input string, and
that the syntactic parser is sensitive to the prosodic phrase boundaries even
though they were fabricated by the perceptual system itself.
Evidence that syntactic parsing can be influenced by mentally computed
prosodic contours in reading has been provided by Bader (in press). In a
very interesting paper, Bader has presented experimental data in support of
the influence of stress placement on recovery from garden paths in visually
presented sentences of German. When the correct analysis requires a stress
pattern different from that assigned on the basis of the first-pass syntactic
parse, recovery from the garden path is more difficult than when the initially
assigned stress pattern fits the correct analysis. Bader also made the general
suggestion that reanalysis is difficult if it involves shifting a word or phrase
out of one prosodic unit into another. His Prosodic Constraint on Reanalysis
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says: "Revising a syntactic structure is difficult if it necessitates a concomitant reanalysis of the associated prosodic structure." This is the case in the
English example (l4a), where there is a prosodic break after the little boy
on the first-pass analysis which would block the needed revision. In (14b)
there is no major break after the answer that would block the restructuring
of this NP as part of the second clause. As predicted, the garden path in
(14a) is indeed more difficult to recover from than that in (14b).
(l4)a. In order to help the little boy put down the package he was
carrying.
b. Peter knew the answer would be false.
Again, it is proposed that this occurs even where the input signal contains
no prosody or punctuation, so that the boundaries between units are selfimposed by the processor on the basis of the syntactic structure it has
guessed. My proposal differs from Bader's only in that it posits an influence
of prosodic phrasing on first-pass syntactic structure assignment rather than
solely on reanalysis.
Whether the prosodic preference for balance is universal is an interesting issue. Cooper and Paccia-Cooper (1980) noted the tendency towards
"bisection" in English. Gee and Grosjean (1983) endorsed the fact of bisection for English. In sentences read aloud they observed a strong tendency
for prosodic breaks to divide the word string into units that "are more or
less symmetrical (or balanced). That is, the main pause break is located close
to the middle of the sentence; then, each segment on either side of the break
i', itself broken up into more or less equal parts and so on" (p. 416). Related
work on French (Monnin & Grosjean, 1993) and by others on English
(Bachenko & Fitzpatrick, 1990) has confirmed this basic bisection tendency,
though various more detailed phenomena, some language specific, modulate
the general pattern.
Left-branching languages may be no exception. Kubozono (1993) thorClughly documented a prosodic balance principle in Japanese, which he identified with the Principle of Rhythmic Alternation proposed by Selkirk (1984).
Kubozono emphasized that what counts is the number of prosodic units
("minor phrases") not their size. This provides interesting support for the
relative-size packaging principle proposed here as opposed to the fixed-size
(approximately six-word) package of the Sausage Machine. Kubozono also
reported that a sequence of three minor phrases behaves in accord with the
general accentual and intonational rules of the language, and that it is only
when a fourth phrase is added that there is a marked shift to a rhythmically
balanced contour of two plus two. This observation underwrites the intuitive
judgment on Japanese premodified NPs reported in Inoue and Fodor (1995).
Inoue speculated that an otherwise curious observation about the parsing of
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Japanese might be due to a prosodic tendency to split a constituent evenly.
He had detected a tendency for a left-branching NP construction in Japanese,
such as (15), to spontaneously transform itself into a right-branching structure.
(15) kyokutanni shinsetsuna gakusei-no imooto
extremely kind
student-GEN sister
"extremely kind student's sister"

AMBIGUOUS

b. "sister of an extremely kind student"
c. "extremely kind sister of a student" PREFERED

a.
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The initial structure assigned to the first three words is as in (15a), but when
the final noun is received it flips, at least for some perceivers, into (15c),
rather than developing into (15b) as might have been expected (for discussion see Fodor & Inoue, in press). This is just as would be predicted by a
prosodic balance principle shaping structural packaging. Inoue noted that
this shift does not occur in (16), and this is also in accord with Kubozono's
(Jl993) observation, since (16) has just a single word adjunct and hence only
three minor phrases.
(16) shinsetsuna gakusei-no
imooto
kind
student-GEN sister
"kind student's sister"
"sister of a kind student"
"kind sister of a student"

[AMBIGUOUS]
[PREFERRED]

Intuitions about these examples are reinforced by experimental data reported by Kamide and Mitchell (1997), who investigated relative clause
attachment in Japanese. Note that complex NPs in Japanese have a structure
that is almost the mirror-image of the structure in (4) for English and Spanish. The nouns are in reverse order as in the head-final N's N construction
in English rather than the head-initial N of N construction. And the relative
clause, like the nonclausal adjuncts in (15) and (16), precedes the noun it
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modifies. An example of the materials tested by Kamide and Mitchell is
shown in (17).
(17) Dareka-ga
barukonii-ni iru joyuu-no
mesitukai-o utta.
someone-NOM balcony-LaC is actress-GEN servant-ACC shot
"Someone shot the servant of the actress who was on the balcony."
A questionnaire revealed an off-line preference for attachment of the relative
clause to the second (higher) noun. In an on-line reading task the preference
was for attachment of the relative to the first (lower) noun, until the matrix
wrb at the end of the sentence, at which point the version with high relative
attachment was easier to read than the low-attachment version. Kamide and
Mitchell noted that the initial low attachment could be due merely to the
fact that for a while the parser has encountered only the relative clause and
the first noun (which later becomes the lower of the two-noun complex);
thus, only the later high-attachment tendency can be taken as indicative of
the parser's preferences. This tendency is predicted by a balance principle,
just as in the case of (15). High attachment of the relative clause puts it into
balance with the whole double-noun structure as its sister, while low attachment would divide the phrase unevenly into a long constituent (relative
cJiause plus Nl) and a short one (N2). Though no comparative data are
available, it appears that this effect may be sturdier for a relative clause as
in (17) than for the two-word Adjective Phrase adjunct in (15). Thus once
again we see a tendency for a constituent to rise up in a structure in proportion to its weight.
Comparable effects with long prenominal adjuncts can be observed in
English. The structure is essentially the same as for the Japanese NPs in
(15) and (16), though English has no comparable structure with a relative
clause or PP before the noun (and an adjectival adjunct can precede a genitive Nl only if the latter is part of a lexical compound).
(18) the divorced bishop's daughter
(19) the recently divorced bishop's daughter
(20) the recently divorced bishop's daughter-in-law
Informants typically take (18) to refer the daughter of a divorced bishop,
with a left-branching structure, or else they find it equally comfortable with
either this or the right-branching interpretation denoting the divorced daughter of a bishop. But in (19) where there are four elements, the balance
principle sets in and there is a rather clear preference for the reading on
which the bishop's daughter is recently divorced. Interestingly, this preference can be eliminated by lengthening the noun to balance out the length-
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eued modifier. In (20) it is once again the bishop who is recently divorced.
This provides further support for the idea that package length is relative.
It is now possible to understand example (7), where the host consists
of three NPs with prepositions between, and the attachee is a relative clause.
Gibson, Pearlmutter, et al. (1996) found a preference for the lowest attachment, to N3; there was some attachment to NI, and very little to N2 at the
middle level. This is an interesting case. It might be expected that since the
adjunct is long, it would rise to the highest level, or perhaps the intermediate
level, to find a same size sister. However, the sequence of three NPs must
bl~ structured before the relative clause is encountered. There would be some
tendency to divide them, and this would be exacerbated by the advent of
the relative clause, a fourth constituent (see above). The usual splitting patte:rn in this situation appears to be two and one, as noted. In fact, in these
three-NP examples the repetition of PP modification seems to invoke the
special pattern for repetitive structures (see Note 15) which breaks it into
its repeated units, Le., into three constituents. Of course, once these are
amalgamated in the sentential tree structure, there would be a three-noun
sequence that the following relative clause might choose to balance itself
against, giving a high attachment. However, at least two factors make attSlchment to the third (lowest) noun more likely. First, it appears that adjacent
packages attach to each other, en route to forming a complete sentential tree;
in fact it seems that the package before a given one, and the package after
it, compete for attachment to it. (See Note 13.) Thus any tendency to split
the three NPs between the second and the third would favor association of
the relative clause with the third one, the one adjacent to it. The second
influence is the "prosodic glueing" effect discussed below, which holds the
final noun and the relative pronoun closely together. However, this applies
only in English, while Gibson, Pearlmutter et a1. also found a preference for
alttachment to the third noun in Spanish. On the prosodic approach it might
have been expected that this tendency would be stronger in English than in
Spanish. (See Note 14.)
Why does the human language faculty care so much for balanced phrasing? One possibility is that bisection, or the balance principle, is not in itself
a goal of the prosodic system but is an artifact of something else. I suggest,
very tentatively, and without knowing how to corroborate the idea, that it
is a secondary consequence of a major difference between prosodic and
syntactic structure, which is that prosodic structure is flatter. In phonological
theory there is broad agreement, despite differences on terminology and
more substantial matters, that there is no recursion at the phonological level:
There are phonological words which compose phonological phrases which
compose intonational phrases, but no unlimited depth of branching. So there
must be an interface between the strongly hierarchical syntactic structure
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and the flatter phonological structure. I believe there are only two ways they
can be reconciled, i.e., only two ways in which a recursive tree can be
constructed in which every tenninal item is equidistant from the root of the
tree. One is to flatten the syntactic tree by reducing binary branching to
multiple branching, as in (2Ia). (See Note 15.) The other is to combine
adjacent items into pairs, combine the resulting phrases pairwise, and so on
up to the root, as in (21 b) This is precisely a tree that obeys bisection, as
Gee and Grosjean (1983) described.
(2l)a.

~

b'~

MULTIPLE BRANCHING

BISECTION

By contrast, in a right-branching tree the items on the left are higher than
those on the right; in a left-branching tree the items on the right are higher
than those on the left; center-embedding yields high peripheral items and
low central ones; other imaginable branching patterns give trees in which
peripheral items are lower than those in the middle of the string.
(22)

R-BRANCHING

L-BRANCHING

CENTER-EMBEDDED

MIXED

Thus, the only way to keep all words at the same level is to associate every
element with a same size sister--either in a completely unstructured multiple
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branching configuration like (2Ia) or else in a balanced binary "bisection"
structure like (2 Ib). My speculation, then, is that a tendency toward "balance" in the parse tree emerges as a natural compromise at the interface
bt~tween a flat prosodic structure and a strongly hierarchical syntactic structure.

TO DO

The "to do" list is very long. Obviously there are a lot of languages
to be looked at and a lot of constructions in each one. And in every case
what's needed is not only a tally of its attachment preferences but also an
analysis of its suprasegmental phonology, so that it can be determined
whether cross-language differences in parsing packages correlate, as predicted, with differences in phonological phrasing. At present I don't even
know what kinds of prosodic differences might be relevant, though some
natural candidates would be whether certain boundaries (as between a head
noun and a relative clause) are obligatorily or optionally marked; whether
clause endings as well as clause beginnings are prosodically defined; and as
Gilboy and Sopena (1996) have suggested, whether a language relies primarily on prosody or on word order to signal focus structure. My hunch
about the prosodic difference between English and other languages, which
encourages English to attach low in structure in example (4) in spite of the
balance principle, is that English tends to absorb unstressed syllables into
the preceding prosodic phrase. This can create a phonological package that
flouts syntactic phrase boundaries, such as actress who was, or house that
was in (7). In this grouping, the relative pronoun is prosodically glued onto
the last (and lowest) noun in the sequence. I suspect that this tendency may
btl greater in British English than in American English, and that it is greater
when the noun ends in an unstressed syllable than when it is stress final.
Holmes (1995) has found that English speakers tend to pause within a
phrase, and particularly after a "linking word" (such as a relative pronoun),
to a significantly greater extent than French speakers do. Grosjean and Deschamps (1975), also comparing English with French, noted "la liaison beaucoup plus forte qui existe en anglais entre la phrase principale et la
proposition relative." This is encouraging. So is the fact that we now have
an explanation for why English is eccentric only with respect to postnominal
adjuncts, and applies the balance principle to its prenominal adjuncts; the
latter have no linking word to hold them up against the adjacent noun.
However, all of this goes far beyond the standard treatises on English phonology, and cannot be taken seriously unless I can find it some more solid
empirical grounding.
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Whether or not this account of English relative clauses is correct, the
prosodic packaging hypothesis holds out the hope of explaining a number
of other phenomena surrounding the EC/LC debate, all of which need to be
checked in future work. For instance, it is natural to hypothesize that individual differences in closure preference (see Corley, 1996; Brysbaert and
Mitchell, 1996a) may correlate with the extent to which perceivers rely on
phonological memory in sentence processing. There are standard tests for
phonological encoding in reading that could be applied here. Also, the prosodic explanation is compatible with there being (in a right-branching construction) a fleeting preference for low attachment preceding a high-attachment decision (though not vice versa), especially if the left edge of the
attaching phrase does not give a good clue to the ultimate phrase length.
Whether this would be sturdy enough to catch in an experimental task is
not clear. De Vincenzi and Job (1995) presented data showing a divergence
in Italian between on-line and postsentential preferences, the former low,
the latter high and attributed to thematic/pragmatic factors. However, any
n:vision of preference due to prosodic phrasing would likely be more subtle
than this, perhaps too difficult to measure. If an attachee begins low and
then rises as its length becomes apparent, this shift would not be postsente:ntial, or even postinterpretation within a semantic domain such as a clause,
but would be over by the end of the attaching phrase.
The prosodic proposal is fully compatible with the demonstration by
Gilboy and Sopena (1996) that closure preferences are sensitive to how the
input is chunked in experimental presentations. Further results along these
lines could confirm or disconfirm whether closure effects are at least a packaging phenomenon of some kind, and would be even more interesting in
conjunction with evidence of a link between chunking of the text and prosody in reading. Finally, there could be some investigation of whether the
many semantic and pragmatic influences on closure identified by Gilboy et
al. (1995) are mediated by prosodic phrasing. 1 have in mind the intuitive
fact that it seems more natural to break the prosodic contour between Nt
and with in an Nl-P-N2 construction, than to break it between Nl and of
(and similarly for the corresponding prepositions in other languages). If so,
the two nouns would cling together more strongly in the of construction,
thereby creating more pressure for a break between the second noun and the
relative (despite any gluing effect in English as conjectured above). The
n:sult would be a weaker tendency to package the relative clause with N2
aIone (i.e., to attach it low) when the preposition is of than when it is with.
A difference of this kind might be due just to the phonological weight of
the preposition; but prosody is also influenced by lexical and semantic facts,
and these forces might be transmitted to the packaging mechanism via their
prosodic effects.
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Two theoretical questions to end on. First: If the proposed relation
b(:tween prosody and attachment holds up. does it imply a model of processing in which there is some kind of "reverse derivation" that starts with
the flattish structure of phonological phrasing and "transforms" it into the
more hierarchical structure which syntax needs to feed to the compositional
semantic component? Reverse-derivation models have not had a very good
track record, so I doubt it. But the details of the interplay between phonology
and syntax do need to be filled in, especially in the case of reading where
the flow is bidirectional.
A second question that baffles me at present is whether LC exists ind(:pendently of the balanced-package phenomenon. And if not, why not.
Given the same-size-sister principle, there is no need to posit LC as an
independent phenomenon if, wherever low attachment is evident, the attachee is about the same size as the lower of the two phrases that are vying
to be its left sister. Is this the case? Is there some general truth that guarantees it? Is it a consequence of a particular kind of branching pattern, such
as right branching? Or is it perhaps an artifact of the examples that are
standardly studied? The reason for pressing on this point is that if LC does
reduce without residue to packaging, then what becomes of the locality
explanation ofLC given in the section "LC as Locality" above? How could
there not be a cost to shifting up through nodes on the right edge of the
CPPM and checking their needs along the way? All I can think of is that
there is a happy coincidence which ensures that, the bigger the attaching
phrase turns out to be, the more time it takes to build it, so the more time
the parser has to check upward along the right edge for legitimate sites
b(:fore the attachment needs to be made.

APPENDIX
Note 1
This contrasts with recent "constraint-based" approaches to parsing as
implemented in connectionist networks, which explore the merits of the
opposite working assumption: that nothing is innate unless proven to be
(Elman et aI, 1996). I refer here only to "classical" grammar-based models
of the human parsing mechanism.
Note 2
For brevity, I interpret the facts reported in the literature rather freely
here. More details are given in later sections, but for precise information
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re:aders should consult the original discussions. A useful starting point with
references to earlier work is Cuetos, Mitchell, & Corley (1996).
Note 3
The Tuning Hypothesis is of interest because it makes the strongest
claim for the learning of attachment preferences. But the empirical support
for it appears to be on the wane. At first, some close matches were found
between the parsing preference in a language, and the frequency of high
versus low attachment in the language environment as assessed from corpora. However, Brysbaert and Mitchell (I 996b) have reported a considerable
mismatch between parsing preference (high-attachment bias) and corpus data
(low-attachment bias) for Dutch (though note: The corpus consisted of written text for adults, which is not appropriate if tuning occurs primarily during
the critical period for learning). Because of this, Mitchell and Brysbaert
apparently incline now toward a more limited role for tuning; see Mitchell
and Brysbaert (in press).
Note 4
Mitchell, Cuetos, and Zagar (1991) observed quite correctly that frequency-sensitive parsing preferences are no threat to an innate and universal
parser. Tuning is even compatible with the First Analysis Constraint. Given
the general psychological truth that high-frequency stimuli are recognized
faster than low-frequency items, a high-frequency attachment would tend to
win the First Analysis race; and it might do so even against competition
from a lower-frequency attachment that requires less work, such as a LC
attachment. It need not be supposed that language users acquire construction
frequencies in order to use them to facilitate parsing, or that the parser
actively applies a frequency-based choice criterion, yet alone different crite:ria in English and Spanish. However, tuning does threaten the least-effort
explanatory project indirectly, since if closure preferences are arbitrary practices of the language community, passed on by learning, then the plan of
deducing the design of the parsing mechanism from its biasses is robbed of
one of its sources of empirical support and tools for discovery. If arbitrary
frequency-based preferences are so strong that they dominate the First Analysis race, architecturally based preferences will never have a chance to reveal
themselves. Then, even if the First Analysis Constraint were true, nothing
could be learned from it.
Note 5
Kimball's principle entails local attachment because the lowest nonterminal that is on the right edge and accessible for attachment is the mother
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of the most recently attached word. In both Kimball's (1973) and Frazier's
(1978) formulations, it is left open just how low or local the attachment must
bt:, since they place no limit on how many new nodes may be added above
the input word but beneath the lowest node that was previously in the tree.
However, if RAlLC is modulated by MA, new nodes will be minimized,
and attachment will be maximally local. (In a left-branching language, local
attachment follows from MA alone; see discussion in Inoue & Fodor, 1995.)
Note 6
In 1980 we didn't see this, and offered a rather unconvincing metaphor
of tree scanning instead, because we muddled up Wanner's model with our
own. Against Wanner's proposed evolutionary explanation ofRA in an Augmented Transition Network (ATN) framework we argued (a) that minimizing shifts would be profitable only if a shift postponed is (often) a shift
avoided, but (b) that shifts cannot be avoided since sentence-final wrap-up
requires the parser to shift step by step all the way to the top of the tree,
checking every level. We took the "postponed/avoided" argument to apply
to the Sausage Machine model also. In fact for the Sausage Machine it is
irrelevant. The attachments preferred by the First Analysis Constraint are
chosen on purely current grounds; they are chosen because they are easiest
ht:re and now, regardless of whether they simplifY or complicate the analysis
eventually. This was always true of MA; we should have seen that it applied
equally to height of attachment (closure).
Note 7
In fact the locality preference should be detectable even when the parser
has no choice. LC is most familiar as an ambiguity resolution principle, but
the best evidence that it is a least effort phenomenon would be that local
attachment is easier than distant attachment even in unambiguous constructions. Frazier and Clifton (in press) have reported an eye-tracking experiment
dl:signed to test this with materials as in (i) and (ii):
(i) Unfortunately, the space capsule everyone objected to had been
built by NASA and cost the taxpayers a fortune.
(ii) Unfortunately, the space capsule everyone objected to after it was
built by NASA had cost the taxpayers a fortune.
The outcome was that the region following the upward shift from the relative
clause to the matrix VP was read faster in (i), where the shift is between
adjacent clauses, than in (ii) where attachment shifts up two clause levels
I'll nnr-Po Thi" is comnatihle with the claim that nonlocal attachment reQuires
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extra work. However, these materials are not very well matched with respect
to how clearly the input string signals the need to attach high: The critical
sequence is to had been in (i), but by NASA had cost in (ii). Also, there is
VI~ry little difference between the two sentence versions with respect to the
number of intervening nodes that need to be checked and closed off during
the shift between clauses. This is because the after clause attaches quite high
inside the relative clause. More suitable materials would have a right branching complement or relative clause inside the relative.
Note 8

That an incoming phrase balances just locally, against the preceding
one, offers an explanation for why closure effects within complex NPs are
unaffected by whether or not they appear in the context of a full clause
containing a predicate, as is indicated (or at least presupposed) by the exp,erimental results of Gibson, PearImutter, et aL (1996), who presented just
NPs, not whole sentences. If high attachment is attributed to principles such
as Predicate Proximity or Relativized Relevance, there is no explanation for
this unless it is assumed that the parser conjures up a phantom predicate
when deciding on adjunct attachment in an NP presented in isolation.
Note 9

As noted above, the syntax of the language does not always permit
what the low-level packager would like to do. In a strongly right-branching
language, two successive packages cannot be joined as sisters; rather, the
sl~cond one will have to attach into a lower node within the first one, somewhere along its right edge. In a strictly left-branching language, an incoming
package can join as sister with what preceded it, but it will have little or no
choice as to how weighty that sister is. Thus an on-line balance principle
cannot always produce perfectly balanced structures. It may be, in fact, that
it is successive packages which like to be equal in size, rather than syntactic
sisters in the strict sense. In particular, as discussed below, it may be prosodic phrases rather than syntactic phrases, that seek out same size sisters.
Note 10

Gee and Grosjean (1983) referred to the balance tendency as "bisection," and took on the challenge of computing bisection of phrases on-line
despite the fact that it is impossible to determine what is the middle of a
wmporally presented word string before reaching the end of it. Gee and
Grosjean proposed an algorithm which largely simulates bisection without
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explicitly computing it. The same-size-sister constraint proposed here can
also serve as the basis for a "bisection" algorithm, though I do not have
space to present it.
Note 11
Gilboy and Sopena's (1996) general theory is not the same, however,
as the packaging model I outline here. They maintained that there is no
preference for either early or late closure, in either English or Spanish, if
segmentation artifacts are eliminated, and they adopted the Construal assumption that arguments but not adjuncts are affected by attachment strategies such as MA and LC.
Note 12
Hemforth, Konieczny, and Scheepers (in press) have conducted an adjunct attachment experiment with spoken materials. They contrasted relative
clause and PP attachment in German, and obtained results similar to those
with written materials: Relative clauses are more inclined to attach high than
PPs are. The PPs in this experiment showed no significant tendency toward
low attachment, but the authors attributed this to an unavoidable prosodic
break between N2 and the PP, created by the cross-splicing process intended
to remove prosodic differences between the two conditions. Although the
onsets of the relatives and PPs were not overtly prosodically differentiated,
I assume the difference in heaviness between them would lead to their being
processed differently. In reading experiments the closest analogue to prosodic information in the input is the segmentation of sentences in displays
for self-paced reading. Gilboy and Sopena (1996) gave evidence that the
size of the segments can influence the preferred syntactic structure, and
suggested that this is mediated by prosodic phrasing computed by the reader.
See above.
Note 13
I believe that the prosodic packaging algorithm makes use of on-line
competition between the preceding and the following package to achieve a
"bisection" structure without waiting for the ends of constituents. See Note

10.
Note 14
To account for their findings for the three-NP construction compared
with the two-NP construction (4), Gibson, Pearlmutter, et a1. (1996) had to
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stipulate that the Recency effect faUs off more slowly with distance than the
Predicate Proximity effect, as well as that Predicate Proximity is parametrized.
Note 15

Flattening of structure at the prosodic level was a central feature of the
"readjustment" process discussed in early works such as Chomsky and
Miller (1963) and Langendoen (1975). Chomsky and Miller gave example
(i), where the syntactic structure is right-recursive but is chopped against
the grain of the syntax into clausal units all at the same level.
(i) This is the cat-that caught the rat-that stole the cheese
Similarly, an example like (ii), though often used in elementary syntax classe:s to illustrate unlimited recursion, is typically uttered with strong pauses
or lengthening marking the ends of prosodic units that are not at all consistent with the syntactic constituency.
(ii) John thinks that Betty said that Sam denied that Martha regretted
that it was snowing.
All five syntactic clauses end at the end of the sentence, but the prosody
tr·eats each one as ending where the next one begins. Prosodic theory must
explain why multiple branching rather than bisection is used to flatten the
structure in these cases. Possibly it is only multiple repetitions of the same
structure that invites readjustment as multiple sisters.
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