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Parsing to Learn
Janet Dean Fodor1,2

Learning a language by parameter setting is almost certainly less onerous than composing a grammar from scratch. But recent computational modeling of how parameters
are set has shown that it is not at all the simple mechanical process sometimes imagined.
Sentences must be parsed to discover the properties that select between parameter values.
But the sentences that drive learning cannot be parsed with the learner's current grammar. And there is not much point in parsing them with just one new grammar. They
must apparently be parsed with all possible grammars, in order to find out which one
is most successful at licensing the language. The research task is to reconcile this with
the fact that the human sentence parsing mechanism, even in adults, has only very limited
parallel parsing capacity. I have proposed that all possible grammars can be folded into
one, if parameter values are fragments of sentential tree structures that the parser can
make use of where necessary to assign a structure to an input sentence. However, the
problem of capacity limitations remains. The combined grammar will afford multiple
analyses for some sentences, too many to be computed on-line. 1 propose that the parser
computes only one analysis per sentence but can detect ambiguity, and that the learner
makes use of unambiguous input only. This provides secure information but relatively
little of it, particularly at early stages of learning where few grammars have been excluded and ambiguity is rife. I consider three solutions: improving the parser's ability
to extract unambiguous information from partially ambiguous sentences, assuming default parameter values to temporarily eliminate ambiguity, reconfiguring the parameters
so that some are subordinate to others and do not present themselves to the learner until
the others have been set. A more radical alternative is to give up the quest for errorfree learning and permit parameters to be set without regard for whether the parser may
have overlooked an alternative analysis of the sentence. If it can be assumed that the human
parser keeps a running tally of the parameter values it has accessed, then the learner would
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do nothing other than parse sentences for comprehension, as adults do. The most useful
parameter values would become more and more easily accessed; the noncontributors would
drop out of the running. There would be no learning mechanism at all, over and above the
parser. But how accurate this system would be remains to be established.

INTRODUCTION: LEARNING TO PARSE AND PARSING TO
LEARN
Sentence processing and language acquisition have been separately studied,
and are generally thought of as distinct research areas. In a companion paper
to this one, which appeared in the special anniversary volume of the Journal,
I was prompted by the thought of 25 years of mere coexistence to suggest
that it is time to integrate the two fields, or better still, that they are now
beginning to integrate themselves as the issues they address impinge on each
other in interesting ways.
In the earlier paper, "Learning to Parse?" (henceforth referred to as
LTP), I asked whether it is necessary to acquire sentence parsing routines,
or at least ambiguity-resolution preferences. I concluded—despite my plea
for greater mutual involvement—that it is not. I proposed that the different
parsing preferences that have been observed across languages can be referred
to the prosodic contours that are mentally computed during reading. If so,
they can be attributed to differences between the competence grammars that
feed parsing, rather than to language-specific parsing routines.
In this second part of the project I address the converse question: Does
language learning necessarily implicate the parsing routines? I argue that it
does. The next step is to establish what sorts of information the human
sentence processing mechanism (HSPM) needs to supply to the learning
mechanism to enable it to work accurately and efficiently. Is the HSPM, as
we know it, up to the job? In fact, it appears to be somewhat underpowered;
a system with greater capacity would surely do better for acquisition purposes, since the learner needs to try out many grammars at once to find out
which fits the input most closely.
To the best of my knowledge there has been no study of how the
capabilities and limitations of the HPSM might affect natural language acquisition since Berwick's (1985) exploration of learning a language by acquiring a Marcus-type parser for it. I propose here to give the learner the
necessary parsing power by characterizing syntactic parameter values as
"treelets" (ingredients of tree structures, supplied by universal grammar
[UG]), and allowing the child's parser to draw on them as necessary to parse
input. Even so, there are some capacity problems to grapple with, and at
present I can only suggest some possible solutions with no guarantee that
they will do what's needed.
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I end by contemplating the possibility that, when the HSPM is made
full use of, it does all the work of learning and no special-purpose acquisition
algorithm is needed. This speculation is built on the type of parser I argued
for in LTP. I described there an innate, fully universal, least-effort system
in which attachment decisions are resolved by the First Analysis Constraint:
There is a race between potential attachments, and the first one computed
(presumed to be the simplest) wins. There are no parsing strategies as such.
Familiar patterns of preference captured by Minimal Attachment and the
Minimal Chain Principle are just particular manifestations of the parser's
leaning toward simplest analyses. Early/late-closure (EC and LC) choices
are redrawn as height of attachment choices, and it is they that are attributed
to prosodic influences on syntactic structuring, which also ultimately reflect
the laziness of the HSPM.
Because of this dependence between the proposals in the two papers,
there are patches of the present one that may become clearer on reading
LTP, but I have tried to write it so that it can stand alone. I follow here the
same organization as in LTP. I trace out some history, outline a central
problem that remains unsolved, present my own thoughts on what the solution might be, and attach a "to do" list of things that would have to be
looked into to put this approach on a sounder footing.
PARSING TO LEARN
Suppose it is true that the human parsing mechanism is innate. The
simplest assumption is that it is in functioning order from the time an infant
is first exposed to language. In that case, a learner's encounters with language are all filtered through the parsing mechanism. In language acquisition
research it is often convenient to model learning as if the learner had direct
access to sentence structures, but this is just a simplification. In fact, everything a learner knows about structure is imposed on input word sequences
(or input sequences of phones) by the processing routines. In Aspects of the
Theory of Syntax (Chomsky, 1965), Chomsky set out an agenda for research
on language learnability that we are still working through today, but on this
one point he was reduced to a pious hope. He considered the possibility
that the child has an innate theory of potential structural descriptions that is
sufficiently rich and fully developed so that he is able to determine, from a
real situation in which a signal occurs, which structural descriptions may be
appropriate to this signal, and also that he is able to do this in part in advance
of any assumption as to the linguistic structure of this signal.

Chomsky noted that this is a very strong assumption, but that that doesn't
mean it is incorrect. And he concluded: "Let us, in any event, assume

342

Fodor

tentatively that the primary linguistic data consist of signals classified as
sentences and nonsentences, and a partial and tentative pairing of signals
with structural descriptions" (Chomsky, 1965, pp. 31-32). Even now, in
formal work on learnability the details of the structure assignment process
are sometimes set aside; input sentences are assumed to have been translated
already into sets of licensing parameter values, and the learning algorithm
has only to select a grammar that satisfies them (e.g., Nyberg, 1992). But
as will become clear, one of the hardest parts of being a language learner
is determining which parameter values are exemplified by the sentences one
hears.
Interesting new work by Mazuka (1996) and Nespor, Guasti, and Christophe (1996) suggests that children can learn some gross facts about the
syntactic structure of their target language from the prosodic contours of
sentences, well before they themselves begin to combine words. The theory
of semantic bootstrapping (Pinker, 1987) has documented a number of ways
in which learners could use what they know about word and sentence meanings to acquire structural facts. This was a key assumption in the important
"degree-2" learnability proof for transformational grammars given by Wexler and Culicover (1980). However, there are plenty of constructions whose
structure is not cued by either prosody or semantics, and where the structural
processing routines must work unaided. There is a structural difference but
no semantic or prosodic difference between the two types of construction
studied by Clark (1989): exceptional case marking constructions (an infinitival complement clause whose subject is assigned case by the verb of the
matrix clause, as in English), and structures where the subject of an infinitival complement is assigned case by the inflection of the complement
clause, as in modern Irish. There is also no clear semantic or prosodic disambiguation of the examples discussed by Gibson and Wexler (1994), where
a subject-verb-object (SVO) surface word order might reflect underlying
SVO order, as in English, or might be due to the "verb second" transformations, i.e., movement of the finite verb into the head of the complementizer phrase (CP) and of a topic phrase into its specifier, from a different
underlying word order, as in German.
To a large extent, then, the syntax learner must make structural inferences from purely distributional facts: word strings. If it is right that the
parsing routines mediate between these word strings and the grammar learning device, then whatever structure the parser thinks a word sequence has
is what the learner believes too; grammar acquisition is at the mercy of the
information provided by the parser. There is a good side to this dependence
and a bad side. The bad side is that parsing routines make mistakes, which
presumably can lead to misapprehensions about sentence structure and thus
to the acquisition of incorrect grammars. I will consider these problems in
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the sections Mis-parses Cause Mis-Learning and Still Too Much Ambiguity?
But first let's consider the good side.
Learners Need Parsers
It turns out to be impossible to learn a natural language without the
assistance of a parser. We can invent artificial languages for which it would
be possible, but human languages do not have the right sorts of properties
to support learning from unanalyzed input. This is so even assuming the
principles-and-parameters model of natural language introduced by Chomsky (1981), as I will show. In other respects the parameter model greatly
simplified language acquisition. The principles need not be exactly the government-binding theory principles that Chomsky originally proposed; transformational theory has changed, and very different theories of language such
as categorial grammar or head-driven phrase structure grammar also assume
the existence of innate general principles of language (see Fodor & Grain,
1990). The parameters need not be just as Chomsky presented them, either;
indeed, I will argue below that they must be very different in format. But
it is very difficult indeed to model the learning process without assuming
the basic idea of parameter theory, which is that the learner is innately
programmed with a predetermined, and relatively small, set of decisions to
make about the properties of the ambient language. Prior to parameter theory, models of learning had to assume that learners construct grammars from
scratch, hypothesizing rules and constraints to fit the data patterns they detect
in the input sample. But no adequate theory along these lines was ever
developed; it is simply unclear what sort of learning device could achieve
this as rapidly and as reliably as human children do.
Setting parameters is an easier matter altogether. As Chomsky (1981)
observed, if there are n binary parameters, the learner need only extract n
bits of information from the input, and the job is done. (Note that I am
ignoring here, as is not uncommon in studies of syntax acquisition, the
enormous task of acquiring the lexicon of the language, which is not presumed to be parametrized and relatively few aspects of which are innate.)
It has been discovered, however, as this model has been investigated, that
setting a parameter is not as easy as it looks. The one bit of information
that is needed may not be present in the sample of the language that a learner
is exposed to, or if it is present it may not be easy for the learner to extract.
There are at least three serious problems that a parameter-setting model
faces. One is the fact that the value of a parameter is often determined by
a deep fact about sentences that is not readily apparent in its surface form.
Another is that many sentences are parametrically ambiguous, i.e., there is
more than one combination of parameter settings that could license them,
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so hearing the sentence does not inform the learner what the parameter
settings for the language are. Third, there is the problem of the interaction
of parameters in licensing sentences. It is relatively rare for a sentence to
depend on only one parameter in addition to the universal principles; but if
more than one is involved, their contributions may be difficult to disentangle.
(Similar problems arise in the learning of phonology, but I won't discuss
them; see Dresher, in press.)
For these reasons, there is no hope of developing a realistic model of
human syntax learning in which parameter setting is just the flipping of
mental switches by sentences that strike the ears of the learner. This is what
Chomsky originally envisioned, and if it worked it would be very efficient
indeed. But it presupposes that each parameter-switch is associated with a
property-detector of some kind, and that the property it detects is readily
discernible in the input string. But this is just not so. For example, the
property of having head-initial verb phrases (i.e., verb before object) may
be overtly realized in some sentences, but in others it may be disguised by
movement operations, such as WH-movement of the object to the front of
the sentence. (In WH-movement, a relative pronoun or interrogative phrase,
usually beginning with wh- in English, is moved leftward.) In the surface
form of the sentence the object precedes the verb, but the sentence must not
trigger the parameter setting for object-before-verb. Thus, it is necessary for
parameter setting to have access to derivations, in which underlying structure
and transformational operations (or their equivalent in nontransformational
theories) are parceled out and recognizable. In other words, sentences must
be parsed before they trigger parameter switches. So it is a good thing that
the parser is innate.
Parsers Need Grammars
The only hitch is that even a fully innate parser can't parse sentences
without a grammar inside it. In LTP, I defended a view of the human parser
as a device for implementing any grammar that is fed to it. But the grammar
is what the learner is trying to learn. By definition, any sentence the learner
is capable of parsing is a sentence that is already licensed by the learner's
current grammar, so there is nothing new to be learned from it. The sentences from which the learner should learn are the ones that the current
grammar does not yet license, but they're not available because they are the
ones that the learner cannot yet parse. This is the catch-22 of learnability
theory. One way around it that has been proposed (Clark, 1996; Fodor, 1989)
is that the parser does its best to parse a novel input sentence using the
(inadequate) grammar currently at hand, and then patches in the parse tree
by guesswork at points where the grammar does not provide an analysis.
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Then the grammar can be updated on the basis of the structure thus assigned.
This is not at all an implausible model of how learners cope when their
parsers let them down. But it is not foolproof. The guesswork can be quite
intelligent if it is guided by innate principles, but still mistakes are possible,
and every mistake about the sentence structure can lead to a mistake in the
grammar acquired (see Note 1 in the Appendix).
In these circumstances one might conclude that the human language
learning system must be a nondeterministic device which is designed to
guess and make errors and guess again, until every parameter is finally set
right. Gibson and Wexler (1994) have developed this approach. They assumed that, when the parser, using the learner's current grammar, fails to
establish a complete parse for an input sentence, the learning device picks
a parameter to reset and then tries again to parse the sentence. This is the
Triggering Learning Algorithm (TLA). The TLA cannot know beforehand
which parameter (or more than one) needs to be reset; it guesses at random.
It will find out whether, by good fortune, it has picked the right one: If it
has, the parse based on the new grammar will be successful. Gibson and
Wexler proved that most of the time, though not in every case, this simple
learning device will eventually arrive at the correct grammar. It does not
always succeed, in part because it has no solution to the ambiguity problem.
If many of the sentences it encounters in the input are compatible with more
than one grammar, the learning system may get hung up on a grammar
which has a high success rate but is not actually correct for the whole
language (see Note 2). Translated into real learning by real children, what
this means is that some proportion of (completely normal) children would
acquire a grammar that generates a language significantly different from the
one they were exposed to. There's no reason to believe this is the case (see
Note 3).
The trial-and-error learning method is also extremely inefficient. There
are very few grammars that are correct for the target language and very
many incorrect ones (see Note 4). So when the parser isn't getting falsepositive outcomes in the parse test, the chances are that most of the time it
will be getting parse-test failures, i.e., the newly hypothesized grammar does
no better than the old one. Each such failure means that a sentence has gone
by from which no useful information was extracted. The learner needs to
hear relevant examples over and over again because it makes use of only a
small proportion of them. The TLA also has no way of knowing how
"warm" it is getting. The grammar may be ever so close to correct and yet,
because just one parameter is set wrong, the parse fails. And there is no
way to tell which one is set wrong, so in the attempt to correct the problem
the learner might waste time resetting other parameters which were correct
already. Sakas and Fodor (in press) have considered the efficiency of a

346

Fodor

simplified version of the TLA (a version which Berwick & Niyogi, 1996,
maintained is more effective than the TLA itself), and have shown that
successful acquisition of 20 or 30 parameter values can require millions of
trials.
A large part of the reason for this inefficiency is that this learning
algorithm ignores the parse tree that a grammar assigns to a string. What
the TLA takes away from the parse test is just: "this grammar could be
right" or "this grammar is wrong." It does use the parser in evaluating
grammars, as we reasoned above that it must. But it doesn't take full advantage of what the parser is capable of doing for it.
How Helpful Could the Parser Be?

If we back away a little and think about what information a learner
would like to receive from the parser, the answer is perfectly clear. The
learner would like to be told, for each sentence encountered, which combination(s) of parameter values (which grammars) would allow it to be
parsed. Then it could make its own deductions. Any grammar not included
in the set of successful ones for this sentence can be struck off the list
immediately; it cannot be correct for the language (see Note 5). In a case
where only a single grammar affords a parse for the sentence, every parameter value in that grammar must be correct, since there is evidently no way
to license the sentence without them. For parametrically ambiguous sentences for which more than one grammar provides a parse, any parameter
value that figures in all of them must be correct, since again the sentence
clearly cannot be licensed without that value. These are all and only the
secure conclusions that can be drawn.
Nothing more can be safely inferred, because of parametric ambiguity.
The learning system has no way to tell, when competing parameter value
combinations succeed for a sentence, which one of them is correct. (For
instance, it can't decide, in Clark's example, (Clark 1989) whether the subject of an infinitive was assigned case by the higher or the lower verb.) But
in the ideal circumstances we are imagining, the learning device would at
least know which sentences were parametrically ambiguous and so it could
avoid adopting a wrong grammar on the basis of a spuriously successful
parse. Learning would be efficient but cautious. The learner would acquire
from the input just as much information as it reliably provides, and no more.
Sakas and Fodor (in press) have shown that in this ideal case the size of the
language sample needed for learning would be far less, for some reasonable
estimates of ambiguity and number of relevant parameters, than for a learning system which has no kindly oracle to tell it, for any input sentence,
which parameter value combinations are compatible with it. (For example:
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Suppose there are 25 parameters to be set, and on average an input sentence
expresses four of them unambiguously. Then just 23 sentences would be
needed on average for identification of the target grammar, compared with
35, 791, 394 for the simple trial-and-error learner with no oracle.) Conclusion: If the parser could provide the learning device with information about
all the ways each input string could be licensed, parameter setting would
become a realistic possibility again.
A Parallel Parse Test
We have seen what a parser could do for a learner in the best of possible
worlds, but could any parser really deliver these goods? Yes, but unfortunately only a parser that is vastly more powerful than anything we believe
the human sentence parsing mechanism is capable of. There are several parts
to this problem of parsing power. Some are solvable, given certain novel
assumptions about what parameter values are and how they are employed
in parsing. Other aspects of the problem are not yet solved, but are interesting enough to work on.
One problem that is solved goes like this. The only way to be absolutely
sure which parameter values a given input sentence demands is to run an
exhaustive search of all parametric possibilities. If some are not checked,
then nothing secure can be concluded. Suppose, for example, that the learner
tries out several grammars on an input and finds that some value v is present
in all the ones that are successful. It is still possible that v might not be
present in some other grammar that would have resulted in a successful parse
if it had been attempted. In that case, v could be wrong for the language. A
learner that adopted it would have been misled by the incomplete information. On the other hand, v can't be tested all by itself. Even if correct for
the language, v would not (typically) enable sentences to be parsed except
in the company of some other appropriate parameter values (and which ones
wouldn't be known in advance). In other words, to establish the value of
one parameter, the parser must try out all possible parameter value combinations on each sentence. But if there are n binary parameters, there are
2" combinations of values, which is to say: over a billion for 30 parameters.
We can safely assume that the HSPM cannot conduct a billion parses of a
sentence, using different grammars, either simultaneously or serially.
However, it could get the same effect if it were to form a single grammar that includes the potentialities of them all. Then one parse with that
one grammar would test all the options. Combining all possibilities won't
work if the values of a parameter are like the positions of a switch—switches
can't be set both ways at the same time. So the switch metaphor becomes
a positive liability at this point. But we can turn the reasoning inside out
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and deduce something about what parameters must be like. A parameter
value must be the kind of thing that can be combined with others in a single
grammar of the normal kind that parsers are capable of parsing with.
There may be other ways of meeting this condition, but I have proposed
(Fodor, 1998) that a syntactic parameter value is a "treelet"—a small piece
of a syntactic tree. A grammar which contains it can parse some sentences
that couldn't be parsed without its contribution. For example, a grammar
containing a treelet consisting of a verb phrase (VP) mother node, with verb
(V) and prepositional phrase (PP) as its daughters, would afford a parse of
the verb phrase in the sentence Look at the frog, while a grammar not
containing this treelet would fail to parse this sentence (at least, we may
suppose so for now, though perhaps in reality this word string could also
be derived in some other fashion). Similarly, an interrogative sentence with
a fronted who could be licensed (parsed) only by a grammar that includes
a treelet consisting of a WH-marked noun phrase (NP) in the specifier position of the complementizer phrase (CP) (or that includes something else,
perhaps a feature of a functional category, which entails the legitimacy of
such a treelet, given certain principles of UG). This treelet would be the
parameter value that licenses WH-movement in overt syntax. It would also
be the trigger for that parameter value, since the presence of the treelet in
the parse of an input sentence would cause the learner to adopt it into the
grammar. A learner employing parameter values/triggers of this kind, I call
a structural triggers learner (STL).
The STL's parametric treelets have the properties we require. They are
combinable. And they can be added without untoward consequences to
whatever other machinery (lexical entries, principles, rules, filters) our theory
of grammars claims that grammars contain. In fact the collection of all
possible parameter values is now very like a lexicon, except that it contains
treelets not words, and they are supplied innately rather than acquired. Just
as the parser can have access to a large set of lexical entries and yet use
only a few of them in the parsing of any particular sentence, so too the
parser can be given access to the innate "lexicon" of treelets and can make
use of whichever of them it needs in order to parse a sentence (see Note 6).
There is just one grammar, and just one parse test conducted with it, yet all
the parametric resources made available by universal grammar are being
evaluated at once.
A second part of the problem now becomes apparent. The parser can
try out all parameter values at the same time, but once it achieves a parse
it needs to know which parameter values were responsible for the success.
Otherwise the parse test isn't worth running. But the assumption that parameter values are treelets solves this problem as well, because the treelets that
contribute to the success of the parse will be visible in the parse tree that is
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constructed. The parser can know which parameter values it made use of
just as it can know which lexical entries it made use of. That leaves only
one more part of the problem to solve, which is that there is very likely to
be more than one possible parse of an input sentence. For adults, who have
a fixed grammar, the parser deploys only treelets which have proven to be
needed for the language, i.e., which have been adopted or "set." Even so,
there are structurally ambiguous sentences in the adult language (e.g., We
catch frogs with butterfly nets has two syntactic analyses in English). For a
learner, who has so far fixed only some of the parameter values and must
keep an open mind about others, there is a greater number of parametric
treelets among the resources the parser is drawing on, and typically this will
result in more alternatives for how sentences might be parsed (e.g., for all
that a beginning learner of English knows, We catch frogs might be base
generated or derived by verb-second movement). So: We know how the parser
can parse with parameter values, and we know how this parse test could reveal
which parameter settings are correct for the language. All we need is a parser
that can cope with massive structural ambiguity (see Note 7).
What would serve the purpose is a parser that can parallel-process all
of the possible analyses. Only this will produce all the information the learning system needs in order to set parameters without error. As we saw above,
failure to detect even one possible parse could in principle lead to an incorrect deduction about the parameter settings in the target grammar. But
an exhaustive search for all analyses relative to all possible grammars would
sometimes mean processing dozens, or even hundreds or thousands, of analyses of a sentence at the same time. This is not a great improvement over
having to parse with thousands of grammars at the same time. And the
younger the child the more parallel parsing there would have to be, since
fewer parameter values would have been definitively ruled out. Also, input
sentences would typically be shorter, and short sentences are more likely to
be parametrically ambiguous than long ones are (see Note 8). Nobody believes the adult HSPM is capable of this much parallel parsing. Most models
of human parsing are serial; and even parallel models such as that of Gibson
(1991) assume that the number of analyses pursued must be clipped back
so that only a few are under consideration at any one time. It is true that
young children have a language learning ability far superior to that of adults,
but still it seems implausible to suppose that their advantage consists in
being able to parallel parse hundreds of structures at a time. Perhaps this
judgment is wrong, but I will assume it in what follows.
Parallel Grammar Testing with a Serial Parser
Suppose, then, that children have to be content with limited parsing of
ambiguous sentences, just as adults are. Then the learning device will be

350

Fodor

receiving incomplete information from the parsing device. This is potentially
dangerous, as we have seen. But it may not do any great harm as long as
the learning system is aware that it is receiving incomplete information and
bears this in mind in drawing conclusions about grammars. The parser is
imperfect, so the learner must be cautious.
Some kinds of caution are more fruitful than others. There's no point,
for instance, to the learner declining ever to set a parameter, on the grounds
that it's always possible that an analysis was overlooked by the parser.
What's needed is selective caution. If the learning device could be informed
whether or not there is a competing analysis, it could acquire parameter
values from the cases where there is not, i.e., the unambiguous cases, and
it could set aside the cases where there is, since these are the ones that are
potentially misleading. The child would be discarding some input sentences
for learning purposes (though they could be comprehended and responded
to in conversation), and in return would gain accuracy with only a modest
expenditure of resources.
So what the learner really needs is a parser that can recognize the fact
that there is a choice point in a parse, even though it does not pursue both
(all) the possible analyses. This is compatible with what is basically serial
parsing. As an input word comes in, there is momentary parallelism as the
parser searches for ways in which the word could be attached into the sentential tree structure built so far. One attachment is selected. If others are
possible, a flag is posted to indicate that fact. Then the parser moves on,
computing just the selected analysis. Inoue and Fodor (1995) called this
flagged serial parsing. Marcus (1977) proposed it as part of his deterministic
parser in order to explain how a perceiver could be aware that a sentence
is ambiguous. For safe learning, all that's needed is that the learning device
treats a flagged choice point as a signal not to learn anything on the basis
of what follows the choice point. I will assume that exactly the same choices
are made by learners at choice points as in adult parsing, i.e., Minimal
Attachment and Minimal Chain choices, and either early or late closure as
determined by the prosody (though the child may not yet have fully acquired
the prosodic system); see LTP for discussion. But for present purposes this
is not important. What matters is that from the first warning flag onward,
no new parameter value (treelet) that enters into the analysis the parser is
computing is adopted by the learner. Such values cannot be trusted, because
the learner has no way of knowing whether different parameter values would
have been involved in the alternative path(s) that the parser didn't explore.
There are then two questions to be answered if this is the method by
which learning occurs. Is this partial parse test of parametric possibilities,
performed by a serial parser, really safe? And is it efficient, or does it discard
so much input information that learning would be painfully slow? Ideally,
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as we investigate these points, we will do so within the bounds of what
psycholinguists have established about the human sentence parsing routines
and the parsability of natural language sentences.
Mis-Parses Cause Mis-Learning
The child's parser will set about parsing an input string in the usual
way, using the current grammar. If the sentence falls within the purview of
the current grammar, no learning is called for. If it does not, the parse will
fail. The parser then tries again, using the current grammar augmented with
the lexicon of all possible parameter values (except those that have been
definitively rejected by now). Or, as a more efficient alternative, it may parse
each input just once, using from the outset the "supergrammar" that includes all unset parameter values as well as those already established. In
that case it should give precedence to the already established values by
selecting them at choice points and not flagging those points as ambiguities.
If the supergrammar parse does not reveal any ambiguity points along
the way, the learning device adopts any and all new parameter treelet(s)
employed in the parse. If the parser encounters a choice point, the learner
can adopt any new parameter values that contributed to the parse tree prior
to that point, because the first portion of the sentence could not be parsed
without them. But beyond the ambiguity point, this careful learner engages
in no more learning. There might in fact be some useful information contained in the remainder of the sentence, but for safety the learner does not
consider it. (This precaution may be more stringent than necessary. I return
to it in the section Still Too Much Ambiguity? below. But for simplicity I
will assume it for now.) Thus, the rest of the sentence is wasted for learning
purposes. If the learning device had the services of a fully parallel parser,
it would avoid setting parameter P on the basis of any sentence that is
ambiguous with respect to P. But a learner that must make do with a flagged
serial parser must also avoid setting P on the basis of any sentence that is
ambiguous with respect to any other parameter (unless P enters the parse
to the left of the ambiguity). Note that this suggests that if natural languages
wanted to be kind to learners they would pack all their ambiguities into the
tails of sentences, and maximize the useful front portion of the sentence that
precedes any choices. In fact this seems to be far from true. Strongly leftbranching languages like Japanese and Korean have their greatest ambiguity
at the beginnings of sentences. This may be a reason for doubting the whole
approach to parsing and learning proposed here, or it may simply reflect the
fact that grammars do not directly control ambiguity and so are powerless
to assist acquisition in this respect.
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What has not been investigated to date is how much damage the learning process suffers because of the limitation of the HSPM to serial parsing.
This is what I will focus on here. The ideas that follow are very preliminary
but they identify some potential trouble spots for future study.
Errors of Omission
The effective input to the learner is whatever the parser delivers to it;
let us call this the learner's intake. Obviously it includes no information
from analyses that the parser does not compute, or from ambiguous sentences that are discarded for safety reasons. This could be a serious matter
if there are facts about the language that are only ever evidenced in structures
that do not reach the learning mechanism.
It is logically possible, but seems unlikely, that some syntactic phenomenon should only ever occur to the right of an ambiguity, so that it is
always discarded. But there are other ways in which a structure might be
excluded from the learner's intake. The structure may be too complex to
parse, as in the case of multiply center-embedded sentences. Or it may always be in competition with a more attractive structure which masks it, as
in the case of a garden path sentence. The classic example is Sentence (1),
where the reduced relative clause analysis of the raced clause invariably
loses out to the main clause analysis.
(1) The horse raced past the barn fell.
We can imagine that this garden path is so severe that no child exposed to
English ever detects the reduced relative clause analysis (see Note 9). Yet
Example (1) is licensed by the grammar of English, and adult native English
speakers (apart from a few who jib) know that this is so once the analysis
is pointed out to them. Assuming that reduced relatives are not universal,
this fact about English must be acquired. As a first approximation we might
suppose that any phenomenon not present in learners' intake is not acquirable, and so could not exist in any language spoken by humans. Fortunately
only a weaker conclusion holds: An unparsable construction can exist in an
attested language if its presence follows (under principles of universal grammar) from some fact about the language that is recognizable by the parser.
Presumably a sentence like Example (1) exists in English because English
learners encounter unambiguous reduced relative constructions such as in
Example (2), and because universal grammar does not permit relative clause
reduction to discriminate against cases where the passive participle is morphologically neutralized with the past tense.
(2) a. The horse ridden past the barn fell.
b. The cake eaten by the mouse was stale.
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A child encountering sentences like those in (2) will adopt a grammar that
projects sentences like Example (1), so it doesn't matter that the latter are
filtered out of the intake by the weakness of the parser. This explanation
was proposed by Chomsky and Lasnik (1977). It is essentially the same as
the explanation given by Chomsky and Miller (1963) for the existence in
natural languages of grammatical but unparsable multiply center-embedded
sentences. It offers a very general solution to the problem of acquisition of
garden path sentences. Whether it works for all cases as well as it does for
English reduced relatives is not known.
Errors of Commission
Lack of evidence for well-formed structures is a rather obvious penalty
for the failure of the parser to compute all analyses. Another consequence,
possibly more damaging, is that ambiguity is underestimated. This could
lead to false confidence in parameter values that are incorrect. Suppose there
is a sentence with two analyses, one of which the parser fails to detect. And
suppose the analysis that it does detect requires augmenting the current
grammar with parameter value v. The learning system would believe itself
to be justified in adopting v. But v might in fact be wrong, and the undetected
analysis without v might be right.
Example (1) above can illustrate this too. With the raced-VP parsed as
belonging to the main clause, the only plausible attachment for fell is as a
finite VP conjoined with the raced-VP. At least, let's assume here that this
is the only option that UG principles and the parameter values provide (see
2Note 10). This analysis is not grammatical in English (though informants
do sometimes suggest it for lack of a better idea). In English a coordinate
structure must have an overt lexical coordinator, so fell could not be coordinated with raced past the barn unless there were a third conjunct with an
overt and or or before it. But this is not a universal constraint. Spanish and
Chinese, for example, have asyndetic coordinate structures without overt
lexical coordinators. (See Langendoen, 1998.) Let us assume that there is a
parameter which controls this aspect of conjunction. For concreteness I will
take syndetic coordination to be less marked than asyndetic. An English
learner exposed to Sentence (1) would fail to find an analysis based on the
current grammar (whether or not it licenses reduced relatives) since we are
assuming that the reduced relative analysis is beyond the ability of the HSPM.
So it would try out all the parameter values in the supergrammar and would
find the asyndetic analysis. With that as the only analysis, the learner would
seem to be fully justified in setting the coordination parameter to its marked
value. But the child would then have a grammar for English that generates
ungrammatical sentences as in (3) (meaning "was racing . . . and fell").
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(3) The horse was racing past the barn fell.
Thus, failure to detect one analysis can lead to improper adoption of another
one. Another example in English is (4), which could mistrigger a positive
setting of the null subject parameter.
(4) While Mary was mending the sock fell off her lap.
The strongly preferred LC attachment of the sock into the while-clause
leaves the main clause verb fell without an overt subject. To an adult English
speaker this is an error signal indicating a misparse, but for a learner with
access to all parameter values it is resolved most easily by positing a pro
subject for fell, as if this were a sentence of Italian. Then the child would
overgenerate all sorts of other (improper) null subject sentences such as
*John believes is raining.
Clearly this kind of mislearning does not occur. Children are protected
somehow against the inadequacies of the HPSM. Before considering how,
I will note one more source of overgeneration errors. Language learning
models are often tempted to invoke innate defaults to make up for deficiencies of the input. Suppose that for every parametric fact about the target
grammar language that the learner has to establish, the language faculty
provides a default answer. Then the learner has a functioning system from
the outset, and need only change those aspects of it that the input conflicts
with. Where no relevant input is encountered, the learner need do nothing
at all. A parameter whose values give languages standing in a subset/superset
relation must have a default value, since there are no unambiguous triggers
for acquiring the subset value. In the section Parametric Defaults I consider
the advantages of assuming that there are default values for other syntactic
parameters as well, even where triggers are in principle available. However,
it must be noted that defaults can have disadvantages too. Technically, they
violate determinism, since a default assumption will need to be revised for
some languages. But more than just a technical issue is involved; serious
mistakes can result (see Note 11). For instance, to assume the default value
of one parameter can lead to the missetting of another parameter. Suppose
the learner assumes the default value of parameter P1 and applies it in a
parse which can then be completed only by use of the marked value of
parameter P2. The learner will seem to have evidence for the marked value
of parameter P2, and so will adopt it. However, it might be the case that,
in the target grammar, PI has its nondefault value and P2 its default value.
So switching P2 was wrong. To attain the target, the learner will now need
to switch from the default to the marked value of P1, and switch back from
the nondefault to the default value of P2. The former should be unproblematic, but evidence for the latter might well be lacking. Long chains of
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mistakes could thus occur due to dependence on a default value which later
is discovered to have been incorrect for the target language (see Note 12).
One comfort in face of such dangers is that all learners are in the same
boat. If each child were to make the same decisions as every other, and the
same decisions as the previous generation of learners whose performance
the child is now trying to match, then it would seem that everyone would
attain the same language; and that is the goal of the enterprise. However,
reliance on defaults could give outcomes sensitive to order of encounter of
the evidence. If, for example, the learner above had discovered that P\ must
be switched to the nondefault, before setting P2 on the basis of the P1
default, the resulting grammar would have been different. So it is not clear
how much reassurance the uniformity-of-learners assumption will provide.
To gather the threads of this section: The learner can adopt a parameter
value with confidence only after ascertaining that there is no other way to
license the input, i.e., that the input is not parametrically ambiguous. But
learners may overlook the existence of ambiguity due to a parsing difficulty,
or due to reliance on a default value for some other parameter. This will
create false confidence, leading to errors. If these errors cannot be avoided,
the whole program of learning by parsing is in trouble. If there is a solution
that heads them off before they happen, that would be best of all. But we
might settle for a solution that permits such errors to occur and lets learners
tidy up afterwards when further data become available. The learning model
would then be nondeterministic, like Gibson and Wexler's (1994) TLA. But
in the STL model the parser's ability to check out all grammars simultaneously provides the learner with a great deal of information about the parametric sources of its input sentences, and also with genuine certainties in
many cases even if not in all. So there is hope that a small degree of error
correction, due to overlooked parses, will not introduce the exponential increase in workload that the STL otherwise successfully escapes. This is
obviously an important point to investigate. I return to it in the section Parse
Naturally.
Still Too Much Ambiguity?
A particularly worrying limitation on how much input information actually gets through to the learning system is that at the very outset of learning
almost every sentence is parametrically ambiguous and so would have to be
discarded. Learning would accelerate once it got started, because as each
parameter is set it reduces the degree of ambiguity of subsequent inputs, so
more of them will be usable in future. Once a fair number of parameter
values have been established, rather few of the inputs needed to set the rest
will have to be discarded. But the initial steps would be slow. I suppose this
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might be why it is 18 months or so before babies exhibit a grasp of syntactic
structure, but I suspect there are other more plausible accounts of that fact.
What deserves thought is the opposite question: Why is early learning not
held up more than it is, by the very high degree of parametric ambiguity of
simple sentences? I will consider briefly a parsing answer, a learning answer,
and a linguistic answer to this question. I cannot vouch for any of them at
present, but future work may shape them up into what is needed.
Robust Parsing
A natural first attempt at minimizing the ambiguity problem is to improve the yield of the parser. The version of the STL described so far is
extremely conservative, and is inclined to overreact to the danger of ambiguity. Sometimes when it discards an input sentence in which it has spotted
an ambiguity, the ambiguity is only temporary; the unpursued analysis
would have fizzled out later because it is incompatible with later words. In
that case, discarding the sentence is a waste. Or the sentence might be ambiguous relative to the current grammar but not parametrically ambiguous,
i.e., ambiguous across grammars. This would be so if all routes through the
ambiguity required the same parametric treelets. In short: The grammar test
as implemented by a merely serial parser is bound to waste some input
because it is unable to distinguish between temporary ambiguity and global
ambiguity, and between within-grammar ambiguity and cross-grammar ambiguity. But perhaps it can be brought closer to the performance level of a
parallel parser despite its lack of parallel power. The issue, then, is how
much unambiguous structure a flagged serial parser is capable of identifying.
Curtailing learning at the first ambiguity point seems particularly wasteful. There are robust parsers that can restart their analysis of a sentence after
a temporary breakdown in the middle. The analogue for ambiguity would
be a parsing routine that can establish the absence of ambiguity following
an ambiguous stretch of a sentence, and find a unique correct parse for the
end of the word string regardless of how the ambiguity was or should have
been resolved. Consider a simple example. A sequence such as Sam feeds
his fish Cheezwiz with a subject, a verb, an indirect and a direct object is
parametrically ambiguous with respect to whether the first two elements are
in their base positions or have been moved by the verb-second transformations. Nevertheless, the remainder of the sentence clearly requires a grammar
that permits a double object VP construction.
Whether unambiguous information can be gained from material to the
right of an ambiguity depends in part on how natural languages are structured. It would be facilitated if natural language sentences divide naturally
into pieces that are structurally insulated from each other, so that how one
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part is analyzed is more or less independent of how other parts are analyzed,
and ambiguities do not persist across the borders. The long-distance dependencies found in natural languages make it seem unlikely that sentences
have this convenient property. On the other hand, there are syntactic islands,
such as complex NPs, from which no elements can be extracted. This may
make it possible to identify the internal structure of an NP even when its
relation to surrounding structure is ambiguous.
Consider now the case where an apparent ambiguity later dissolves.
This may be because the parser's selected analysis is incompatible with later
input, or because the unselected one(s) are. These cases need to be considered separately. When the selected analysis breaks down, the parser enters
reanalysis mode to find a better one. For learning purposes it would be ideal
if the parser could tell whether the elimination of its previous analysis completely eliminated the flagged ambiguity, in which case the sentence would
now be freed up for setting parameters, or whether it merely reduced the
degree of ambiguity. To establish this, the parser's flags would have to signal
not just the existence of a choice point but the number of alternatives. Inoue
and Fodor (1995) suggested on independent grounds that it would be useful
if the alternative analyses were evaluated and their preference ratings were
posted on the flags; if so, the parser would indeed know how many there
were. If reanalysis is effected by some other means, such as the diagnosis
system of Fodor and Inoue (1994), it may be more difficult for the parser
to know whether the new structure it finds by means of reanalysis is the
only possible one.
If an ambiguity dissolves because the unselected alternatives are incompatible with subsequent input, this would presumably be more difficult
for the parser to spot. Unlike a parallel system, a serial parser is oblivious
to the fate of uncomputed analyses. Yet this kind of disambiguation occurs
very often. For example, in Example (5) there is a multiple ambiguity of
attachment of the first occurrence of the since the NP it introduces could be
the direct object of found, the indirect object of found, or the subject of a
clausal complement to found.
(5) a. We found the parents of the weeping child.
b. We found the parents of the weeping child had gone home.
(6) John was whistling.
The ambiguity is eliminated in (5a) by the period and in (5b) by the verb
had. If the direct object analysis is the parser's choice, it is easy for the
parser to note its demise in (5b). But for (5a), it is not clear how the parser
would know that the ambiguity flag raised at the has been canceled by the
period. In Example (6) there is an ambiguity of attachment of the first word
John. This noun might be the sole subject of the sentence, or one conjunct
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of a coordinate subject, or part of some more complex NP (John of Gaunt's
cousin's hound). I assume the first is the parser's preferred hypothesis. The
disambiguation occurs at was, which forces the simple subject structure that
accords with the parser's guess. On standard assumptions a serial parser
would know only that its preferred analysis for (6) did not fail. It would not
be monitoring the well-being of the unpreferred structures. How, then, could
the parser know that (5a) and (6) have been disambiguated and are safe to
learn from? For this, the parser must record the difference between hypothesized structure, which reflects a choice made at an ambiguity point, and
confirmed structure, which is the only analysis the grammar allows for that
word string. Then all merely hypothesized structure would be off-limits for
learning, but it could be utilized by the learner if and when it was confirmed
by later words.
An obsession with ambiguity detection, and particularly this crucial
concern for the detection of nonambiguity, are not characteristics normally
associated with the human parser, and I know of no (serial) models that
include a retroactive confirmation process of the kind that is needed. It is
an open question whether it can be easily grafted onto standard models. If
it can, it will salvage considerable amounts of information in the learner's
input that would otherwise, for safety's sake, have to be thrown away.
Parametric Defaults
How beginning learners cope with a high degree of ambiguity is the
kind of puzzle that might be solved by parametric defaults. (That is, if we
could trust defaults not to do more harm than good; see the section Parse
Naturally below.) That defaults empower learners is indisputable. If each
parameter has a default value that is innately specified, an infant has in effect
a complete syntactic component in place before being exposed to any input
at all. Though the chances are very slim that this default grammar will stand
as the final grammar for the target language, temporarily it could serve to
disambiguate input sentences and allow learning to get underway. For example, suppose a child acquiring Japanese hears Sentence (7) and has
enough linguistic or contextual information to know that Papa-ga is the
subject and kaki-o is the object.
(7) Papa-ga
kaki-o
tabeta.
Daddy-NOM persimmon-ACC ate
"Daddy ate the persimmon."
Just for the moment, let us make the simplifying assumptions (a) that the
universal underlying order is SVO, (b) that the surface OV order could be
derived only by leftward movement of the object, but (c) that the structural
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position of the subject in (7) is parametrically ambiguous—it could be in
the specifier of VP (assuming this to be its underlying position universally),
or it could have been raised into the specifier of inflection phrase (IP). A
learner that has already acquired the right analysis of the subject could learn
from (7) that the object moves to the left. But for a conservative learner
without defaults that doesn't yet know where the subject attaches, the indeterminacy concerning the subject would disqualify the rest of the sentence
for learning purposes. The subject ambiguity would thus block acquisition
of object movement, even though the latter is (on the assumptions above)
uniquely signaled by the sentence. With defaults this input would not be
wasted. If the default value for movement parameters is nonmovement, as
it is standard to assume, then the learner will attach the subject within the
VP in (7); and given this disambiguation (whether it is right or wrong), the
object movement parameter can then be correctly set. Thus a default for one
parameter can free up unambiguous triggering information for other parameters.
That nonmovement is the linguistic default seems a reasonable assumption. For learners it means that to a great extent the perceived word
order can be taken to be the deep word order that controls the parameter
settings; deep/surface divergences are hypothesized only when necessary.
Note also that nonmovement as the linguistic default is very close in content
to the Minimal Chain Principle as a least-effort tendency of the parser.
Indeed, it seems possible that the child's parser might be inclined to take
matters into its own hands and impose the nonmovement analysis on the
word string whether or not it were a default value for the learning system.
Below, I consider the idea that the preferences of the two systems are closely
allied.
Specifying a default value for a parameter is equivalent to prioritizing
(ordering) its values. The ordering needed to resolve a parametric ambiguity
is not always within a single parameter, but may be across parameters. For
instance, let us suppose now for Example (7) that (a) there is no fixed
underlying constituent order, (b) the unmarked (default) underlying order of
verb and object is verb first, (c) the unmarked underlying order of subject
and verb is subject first, (d) any one or more of the subject, object and verb
may move, but nonmovement is less marked than movement, and (e) if
movement occurs, its unmarked direction is leftward. On these assumptions
there is an ambiguity about whether the object in (7) was base-generated to
the left of the verb or was moved from a base position to the right of the
verb. Either the base order parameter or the movement parameter must be
assumed to have its nondefault value, but it is not clear which. A learner
might encounter relevant evidence later, in more complex sentences (e.g.,
some language might have an optional accusative resumptive pronoun fol-
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lowing the verb, which marks the spot from which the object moved). But
the ambiguity would have an early temporary resolution if universal grammar included a default principle specifying which of the two parameters
should be reset first.
Innate ordering (or partial ordering) of the parameters has been proposed before to solve learning problems (Clark, 1989; Gibson & Wexler,
1994; Bertolo, 1995b). It has always seemed to be a somewhat stipulative
solution (why should UG have the parameters listed in a fixed order?), but
I show now that something very like it emerges quite naturally from the
notion of learning by parsing, if the human parser is a least-effort device of
the kind proposed in LTP.
Given that UG provides two values (two treelets) for each parameter,
let us try assuming that the default value is whichever one is quicker for
the parser to access. That is, the reason it functions as the default is that it
comes out ahead in the first analysis race when the parser is looking for
some means of attaching an input word. It is natural also to assume that this
treelet is faster to access than the other one because it is the simpler of the
two. A lot of ideas in linguistics, learning theory, and parsing theory come
together on these assumptions. There is even a role for frequency (almost,
though not quite, as in the Tuning Hypothesis). The default treelet starts out
as the more accessible one, but if the marked treelet is needed for parsing
input sentences, its frequency of usage will gradually increase its activity
level until it becomes more readily accessible than the other.
It is possible now to see how it could come about that the marked value
of one parameter is innately given precedence over the marked value of
another one, to resolve ambiguities as in Example (7). For this, we need
only not assume that the innately supplied treelets all start out with the same
baseline activation level. Then not all marked parameter values are equally
marked. Given that two nondefault treelets are differentially accessible to
start with, one will have a headstart over the other in the first analysis race,
and will be used when either would do. (And then, as usage strengthens that
one still further, it may eventually outstrip the other one entirely.)
In short: Default values for individual parameters, and default orderings
among parameters, have a very natural implementation in the kind of parsing
mechanism outlined in LTP. This is encouraging since defaults bring a number of benefits. They relieve the learner of much of the burden of acquiring
parameter values (how much depends on what the proportion of marked to
unmarked parameter values tends to be in natural languages). And they
reduce the wait for unambiguous inputs to set other parameters. However,
as we observed in the section Errors of Commission, a learner that relies on
defaults to disambiguate inputs will be a nondeterministic learner; it needs
to be able to recover from temporary errors. This must be taken into account
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in assessing its efficiency. Worse still: If some of the errors are superset
errors, then it must be explained how retreat is possible at all.
In the section Parse Naturally, I consider the possibility that, instead of
shunning nondeterministic learning as too haphazard and inefficient, we
might gain other advantages by embracing it. I will show that it can contribute to efficiency by permitting a maximally simple learning procedure,
which is essentially no learning procedure at all. The trade-off between
simplicity of the procedure and accuracy of its outcome is unknown at this
time. But this variant of the STL is interesting to consider. Though it is the
antithesis of the cautious ambiguity-detecting system of previous sections,
it has the merit of not trying to build a deterministic learner that has a
nondeterministic parser as its front end.
Subparameters
The third way to reduce the incidence of ambiguity for early learners
is to redesign the linguistic parametrization, i.e., to realign how natural language options are associated with parameter values. The standard parametrization forces decisions that are more specific than the child's early data
speak to. A solution can be found in underspecification. Consider an example. As observed by Bertolo et al. (1997a, 1997b), the landing sites of
movement operations are not always easy to distinguish. Where earlier linguistic theories recognized just an IP projection between CP and VP, the
Minimalist Program (Chomsky, 1995) assumes several functional projections at the top of a clausal structure: AgrsP, TenseP, NegP, Agr0P and
possibly others. (Note: P designates a phrasal projection; Agrs and Agro
represent agreement features of the subject and object respectively; Neg is
negation.) Let us assume just these for illustrative purposes here. They offer
a variety of sites for a noun phrase or a verb to move to. To find out what
has moved where, the learner needs to locate a moved phrase relative to
fixed position markers such as complementizers, negation, or certain classes
of adverbs. But these may not be present in every case, and they are particularly likely to be missing in the short sentences of early learning.
Suppose a learner exposed to French hears a sentence such as (8).
(8) Pierre compte souvent ses poulets.
counts often his chickens
"Pierre often counts his chickens."
The learner can deduce from (8), given certain basic UG principles, that the
verb has moved away from its object, out of the VP, to a position to the
left of the adverb. This contrasts with the English equivalent of (8) in which
the verb remains to the right of the adverb. However, (8) does not reveal
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whether in French the moved verb ends up in the position of Agro, or in T
above that, or in Agrs above that. Assuming that it may move only locally
at each step, it cannot reach the latter positions without passing through at
least Agro. So an encounter with the adverbial construction (8) should trigger
acquisition of verb movement to Agro. However, on the standard parametrization, (8) is ambiguous with respect to the parameters that control verb
movement from Agro to T and from T to Agrs. And since this ambiguity
arises to the left of Agro, a strictly conservative learner would not be permitted to deduce any parametric properties concerning Agro. Therefore, the
learner could not acquire verb-to-Agro movement from this sentence, even
though the sentence clearly entails it.
As long as the landing site for verb movement is ambiguous, the ambiguity makes it impossible to acquire verb movement at all. And as Bertolo
et al. (1997a, 1997b) noted, there can be languages in which such an ambiguity is never resolved, because it happens that the exact landing site
makes no difference to the set of word strings generated. Although this might
seem as if it should make learning easier, in fact a conservative learner that
never guesses would be paralyzed by the ambiguity and unable to learn at
all. This impasse could be resolved by defaults, as discussed above, but it
could also be avoided entirely by a change in the parametrization.
Suppose that UG offers a parametric choice between movement, or
nonmovement, of the verb to a "generic" functional projection above IP,
unspecified for further features. The learner could adopt the positive value
of this parameter in order to parse (8), without needing to know details that
(8) cannot reveal. Once the positive value of this basic verb-movement
parameter has been adopted, subparameters dependent on it would become
available for setting (see Note 13). They would offer options for filling in
specific features of the functional projection containing the lexical verb,
features that would identify it as Tense or Agrs and so forth. For some target
languages the underspecified landing site might suffice if, as Bertolo et al.
(1997a, 1997b) suggested, there are no syntactic phenomena that differentiate the potential positions between VP and CP. For French this is not so.
A learner exposed to French will encounter other sentences that demand
further differentiation. For example, (9a) shows that the thematic verb moves
to the left of negative pas, and (9b) shows that in questions it can move
further left than the subject, and hence into C (whereas only an auxiliary
can be in C in English).
(9) a. Pierre ne compte pas ses poulets.
"Pierre does not count his chickens."
b. Pourquoi compte-t-il ses poulets?
"Why does he count his chickens?"
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Suppose a learner has mastered (8) and then hears (9a), though not yet (9b).
A negative element must originate in NegP, so to accommodate (9a) the
learner must employ a NegP treelet. It is at this point, not before, that the
question arises whether the functional projection into which the verb has
moved is to the left or right of (above or below) NegP. The input may
provide an answer which will then fix some of the features that determine
the syntactic identity of the functional head in which the verb appears. In
general: The question that a subparameter poses arises for the learner only
when the parameter value it is subordinate to has been established and the
input presents a relevant distinction to be captured.
The essence of this linguistic solution to the early ambiguity problem
is to convert what would be parametric ambiguity into parametric irrelevance. An irrelevant parametric treelet does not figure in the parsing of an
input sentence. It does not create choice points in the parse. So it does not
add to the workload, and there are no unexplored analyses of the sentence
to create uncertainty for the learner. A parameter that was everywhere irrelevant would do not work, of course. But a subparameter becomes relevant
after some other parameter is set, i.e., after some other ambiguity has been
resolved. In this way the total degree of parametric ambiguity may stay fairly
constant over the course of learning, rather than peaking at the beginning
and declining with each parameter that is set (see Note 14). Thus we avoid
the conclusion that the youngest children have the greatest ambiguity to
contend with.
To summarize: This progressive specification approach reduces ambiguity for beginning learners by temporarily screening some parameters from
view. It cannot eliminate the kind of "coincidental" parametric ambiguity
in which completely unrelated parameters happen to have superficially similar effects, but it can usefully coalesce bundles of related choices. This
allows a learner to establish major facts and to remain neutral about details
until or unless the structural patterns in the input become intricate enough
to require them. Ideally, learning could stop at any place in the hierarchy
of parameters and subparameters, reflecting just the degree of specificity the
target language requires. This means that underspecified parametric treelets
must be legitimate ingredients of adult grammars, permitted by UG, not
merely interim hypotheses. Until it has been investigated further, one can
only hope that this assumption is not incongruent with the linguistic evidence concerning how natural languages are parameterized (see Note 15).
But it may not fare too badly. There has been recent interest in linguistic
analyses that attribute to a sentence only as much structure as is needed to
determine its syntactic and semantic properties, rather than imposing on
every sentence the full set of all potential structural projections (see, for
example, Chomsky, 1995; Grimshaw, 1997).
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This proposal also permits a middle ground with respect to recent debates over how much young children know about functional categories (see
Radford, 1990; Deprez & Pierce, 1993; Vainikka, 1993/1994; and references
therein). It allows, for instance, that a learner could have a pre-clausal landing site forWH//-movementdespite little or no knowledge of lexical complementizers. If the landing site for WH-movement must be the specifier of
a fully specified CP, this is an anomaly that needs to be explained away;
but it would be easily accommodated if the landing site can be the specifier
of an underspecified functional category whose features do not yet clearly
identify its head as a complementizer. (See also Clahsen, 1990/1991.)
Finally, this approach has the advantage over other parameter-ordering
proposals of being completely "organic" and self-regulated. There is no
need for an arbitrary external ordering of parameters. Parametric questions
pose themselves in a rational sequence from more to less general, and each
question arises just when relevant evidence for answering it is found in the
input. As long as UG breaks the parametric choices down into their least
units (e.g., is there a functional node? is it verbal? is it an Agr?), and learners
adopt only those that are essential to license the sentences encountered,
decisions will be made at exactly the level of specificity warranted by the
input—either very particular if an input sentence is especially informative,
or more gradually as the input grows richer.
Parse Naturally
The learning procedure outlined in previous sections is designed to
detect and reject ambiguity, so that it can have full confidence that any
decision it makes is correct. Then each parameter can be set once and for
all, to the right value. But to work best, this algorithm should be really
squeaky clean. If any muddle at all creeps in around the edges, it can infect
subsequent decisions, create more errors, and erode confidence in the parameters already set. The sections Mis-Parses Cause Mis-Learning and Still Too
Much Ambiguity? have noted a variety of reasons for doubting that a truly
tidy learner is possible. Even aside from occasional ungrammatical input,
we have seen that there can be recurrent parsing failures. And though defaults are highly desirable, and even necessary if there are subset parameters,
they are in effect "errors" for languages with the nondefault values. Ambiguity avoidance may in the end still be an important goal for the learning
routines; since uncertainty tends to spread exponentially, every error avoided
saves more. But while reserving judgment, we can at least consider throwing
conservatism to the winds. The structural triggers parsing procedure for identifying parameter values relevant to an input sentence opens up some interesting possibilities even apart from ambiguity detection.
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The easiest procedure for learning would be for the child's parser to
behave completely normally, even when the current grammar has failed and
the other UG-provided treelets have had to be brought in. Behaving normally
(i.e., just like the adult parser though with less information), the parser would
apply the supergrammar and compute its one preferred analysis of the sentence, without paying any particular attention to the existence of choice
points and unexplored paths. This analysis might yield a new parameter
value (or more). If so, that information would be passed on to the learning
device without any warning that it might be unreliable; and the learner would
adopt treelets (set parameters) on the basis of it. Some mistakes would certainly result, because no part of the system is now keeping track of the
difference between possibilities and certainties. The question, as for any
nondeterministic system, is whether these mistakes would be fatal ones, or
whether they could be cured, without undue effort, by subsequent learning.
This learner, whose intake is restricted to the parser's preferred analysis,
picks from among the parametric sources for a sentence with no adequate
basis for doing so. But unlike a random grammar-guessing device as discussed
in the section Parsers Need Grammars, it does not flail around without guidance. Its moves are shaped by innate (shared) parsing preferences, and by
innate linguistic markedness considerations (which we are assuming influence
the on-line accessibility of treelets). Also, the ease with which the STL can
find candidate parametric analyses by parsing with the supergrammar means
that if relearning is sometimes needed it should at least be well directed and
efficient. Even these virtues won't preserve a learner from superset errors not
correctable without negative data. Superset choices are not always easy to
avoid because they are not always recognizable as such; several different
parameters may conspire to create a language that is a superset of some other,
though no one act of setting a parameter violates the subset principle by itself.
(This is the "passing problem" identified by Clark, 1989, and studied among
others by Bertolo, 1995a.) However, even superset errors can be corrected on
positive evidence alone if the setting of a parameter value is a gradual business. (For related ideas see the "balance model" of Valian, 1990, and the
defense against input errors proposed by Kapur, 1994.)
The suggestion in the section Parametric Defaults that the parser's
choices are based on the relative activation levels of competing parameter
values predicts this kind of gradualism. As outlined there, a parameter value
that has frequent successes builds up a high activation level and becomes
more accessible for future use. The parameter's other value will lose the
first analysis race by a wider and wider margin as time goes on. This widening asymmetry is all that setting a parameter amounts to. There need not
be any explicit adoption of one value and rejection of the other. Eventually
the dispreferred value stops being accessed by the parser and drops out of

366

Fodor

the running altogether. The more extreme the asymmetry in the input, the
sooner this happens and the more efficient the learning. But an asymmetry
can be reversed when the data call for it, and in any case it takes a while
to build up. This provides the safety net for when errors are made. Even if
some spurious piece of evidence temporarily boosts an incorrect superset
value, the subset (target) value will probably still maintain its edge over it.
The superset value wouldn't take hold until a significant number of input
sentences had needed it. Though the spurious datum might recur, it would
have no impact unless its frequency were greater than that of the evidence
for the target value. (This can't be ruled out, but the odds are presumably
low.) Note that this approach works well only where the learner can record
genuine successes for a parameter value, not including the "free ride" that
an irrelevant parameter gets in a whole-grammar testing system such as the
TLA. Thus it presupposes some capacity for individual parameter evaluation,
as well as practicable storage for current assessments.
Statistical solutions to learning problems are relatively uninteresting,
and may also be somewhat fragile; there are ways in which this kind of
counting mechanism can be fooled. But future research will show whether
or not they can do what's needed, or whether we must look elsewhere for
an explanation of the reliability of learning in face of the unreliability of
parsing. What is appealing about this risk-taking variant of the STL is that
it assumes no learning machinery at all. The child is a small adult, parsing
each input sentence in order to understand it, following the HSPM's usual
preferences where ambiguity arises. There are no "cues" to watch for; there
are no comparisons to be made; there is no trigger identification procedure,
no parameter value adoption process, not even an explicit parse test to be
conducted. The grammar that results is just the residue of activation levels
left by normal parsing.
TO DO

The list of things to do has written itself already, since almost every
aspect of this new way of setting parameters raises questions and problems
that haven't been tackled at all. For instance, it will be important to look at
languages which wear their ambiguities on the left, to see how seriously that
contaminates the data learners receive concerning later structure in a sentence. Work is needed on the feasibility of a parser that can recognize when
an ambiguity is over and deliver univocal information about what follows
it. We need to know what the parsing capacity of children is. Do they get
led up the garden path as much as adults do, or more? Can it be taken for
granted that they are led up the same garden paths as adults? In view of the
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current late-closure emergency (see LTP for discussion), it would be a good
precaution to check this. What little experimental work has been done on
children's parsing suggests they do show some adult-like structural preferences (Trueswell, Sekerina, & Hill, 1998, and references therein), but how
far the parallels extend is not known. Also, we will be working in the dark
until some substantial survey has been made of the degree and kind of
parametric ambiguity that exists in child-directed language. Is it, for example, the kind of ambiguity that translates into parametric irrelevance if
the parameter space is hierarchically structured?
How the lexicon is acquired in tandem with syntactic parameter setting
is an issue that may be ready for some hard work drawing on the insights
of recent studies on the learning of word meanings and argument structures
(see Gleitman, 1990; Pinker, 1989; and references therein). This is another
potential source of parametric errors, since the parser may miss or miscompute a syntactic analysis of a sentence for lack of knowledge of the syntactic
category or selection properties of one of its words. And finally, all the
hopes and fears and crossed fingers with regard to error correction should
be converted into proofs and simulations that will make clear how fastidious
the learning system needs to be to compensate for the rather casual ways of
the parser.
APPENDIX
Note 1
This guessed-parse idea is similar to the parametric treelets solution
proposed later in the paper but is less constrained. In the latter the parameter
values themselves are the structural patches that fill in the holes in the parse
tree, so the answers to the structure guessing problem are just the ones that
universal grammar (innate linguistic knowledge) permits.
Note 2
The TLA's mislearning problem (the problem of local maxima) is actually due to constraints that Gibson and Wexler (1994) imposed on the
testing and adoption of grammars, not to the basic project of testing grammars by parsing novel input with them. For discussion see Berwick and
Niyogi (1996), and Fodor (1998).
Note 3
Languages do change, and quite possibly via mis-learning by children;
for discussion see Lightfoot (1991) and Clark and Roberts (1993). However,
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there is little or no documentation of this occurring except when the input
sample reflects conflicting grammars in contact. Even a perfect learner would
in that case fail to acquire "the" target grammar. It is not inappropriate,
then, to aim for a model of human learning which is invariably successful
for homogeneous input.
Note 4
There are two reasons why a language might have multiple correct
grammars. One is that its sentences (word strings) can be assigned different
structures by different grammars; the grammars would be weakly equivalent.
The other is that some parameters are irrelevant to the language. For instance, a parameter determining whether WH-movement can be partial
(whether a WH-phrase can be spelled out between its underlying position
and its scope position) is irrelevant to a language without overt WH-movement at all. Grammars that differ only in parameters irrelevant to a language
are strongly equivalent for that language. The structures they assign to word
strings (and hence the parses they afford) are identical. The difference between irrelevant parameters and ambiguously expressed parameters is not
usually emphasized but it is important. The former can make learning easier
while the latter make it harder; see the section Subparameters. What proportion of parameters are typically irrelevant to a natural language remains
to be established. If two parameters out of 30 were irrelevant, there would
be four right grammars and more than a billion wrong ones. If as many as
half of them were irrelevant, then approximately 30,000 of the billion grammars (0.003% of them) would be correct, and the chance of picking a correct
one at random would improve somewhat.
Note 5
Disqualifying a grammar for one failure is too stringent a condition
because of the possibility that the input is ungrammatical. As has often been
noted, the resilience of the learning mechanism against such misinformation
casts doubt on the idea of one-trial learning. It favors a more gradual kind
of shift between grammars even within the parameter-setting model. Some
kind of counting mechanism that tallies how often a grammar or a parameter
value has succeeded or failed is a commonplace in learning models. This
rejects instant triggering but it does not amount to abandoning parameter
setting. Rather, the learner seeks confirmation that it has indeed encountered
a parametric trigger. I consider this approach in the sections Still Too Much
Ambiguity? and Parse Naturally.
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Note 6
If, as in the Minimalist Program (Chomsky, 1995) parametrization is
confined to the features of functional categories, then the lexicon of treelets
proposed here could be the collection of possible functional categories; see
for example, Tsimpli and Roussou (1991). Alternatively, it might be identified with the set of elementary trees (initial and auxiliary) of Tree Adjoining Grammar. For purposes of enabling learning, a treelet could be anything
from a single feature to a fully specified multilevel structure. I assume that
linguistic theory and the facts of cross-language variation will determine the
character of the basic units.
Note 7
There are no systematic data at present on the degree of parametric
ambiguity of the sentences that children hear. I am assuming it is high, based
on an informal assessment of examples in a variety of languages, made by
graduate students at the City University of New York. Stefano Bertolo (personal communication) has kindly calculated the degree of ambiguity of a
sample of sentences generated by eight parameters (see Bertolo, Broihier,
Gibson, & Wexler, 1997a, 1997b, for details of the language domain), with
results as shown in the following table:
Sentence length
(No. of words)

2
3
4
5

No. of examples

2
29
95
72 (partial sample)

Average no. of
analyses

Range

28
18
15
11

38^t4
2-44
2-36
1-73

There are no unambiguous sentences less than five words long. In the worst
case the STL would have to reject all the sentences of four words or less.
But it seems unlikely that children learn nothing from such sentences. If this
degree of ambiguity is realistic, therefore, it is problematic for the STL. I
consider solutions in the section Still Too Much Ambiguity?
Note 8
Norbert Hornstein and Anne Christophe both pointed this out to me,
but for a while I didn't take it seriously enough.
Note 9
Mild garden paths from which the parser can recover should cause no
learning problems, as long as the parser's policy in case an analysis blocks
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is to attempt reanalysis with the current grammar before giving up and incorporating new parametric treelets. In general, the safest parsing strategy
for learning is to persist in applying the same grammar as long as it can be
made to work. I leave open for the present what counts as an adequate parse,
e.g., whether plausibility of the meaning and/or compatibility with the prosodic contour of the utterance, if they are distinctive and insofar as the
learner can independently establish them, count in the assessment of a parse.
Ideally, the criteria for the success of a parse would be the same as in adult
parsing; see the section Parse Naturally.
Note 10
Chomsky and Lasnik (1977) observed that in some dialects of English
a finite relative clause may omit a subject relative pronoun; for example
There's a man knows how to live. If this is a core option in UG, then
Sentence (1) would be open to a misanalysis along these lines. That is, (1)
could in principle be parsed by learners with the correct division into complex subject NP followed by VP fell, but the verb raced would be categorized as past tense and active, with just the relative pronoun missing. It is
an open question whether this analysis would be easily recognized by the
parser. But if it were, a learner might adopt the relevant parameter value
and thereafter not only misinterpret (1) but also overgenerate sentences such
as the word string in Example (3) with the meaning "The horse that was
racing past the barn fell."
Note 11
It might be argued that any learning system must admit some nondeterminism because of the possibility of outright parsing slips, as well as
mishearings, and speakers' errors. However, an inaccuracy of one of these
types can be trusted not to repeat itself, so it can be screened out by standard
protective measures such as a threshold on frequency of occurrence. Garden
paths and errors due to default values represent considerably more of a
challenge because they tend to have systematic sources, and so are likely to
recur. The only other case where misleading aspects of the learner's intake
occur repeatedly is that of constructional idioms, which are presumably in
the periphery but which may masquerade as triggers for core parameters.
Here too, one response would be to give up the effort for accurate learning.
However, there exists a deterministic solution in this case, which is to tighten
up the specifications of core triggers; see Fodor (1994). This does not help
with the garden path problem, or the problem of errors stemming from
defaults.
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Note 12
Learners might have a default value for each parameter and use it only
for purposes of speaking and comprehension until they discover the target
value. Alternatively, as I was assuming above, the default might enter the
grammar alongside established values and be employed in assigning a parse
that is then used to support learning. The former is completely safe but it
does not help to reduce the load of ambiguity for the learner or break a
deadlock due to an ambiguity that is never resolved. Only the latter addresses
the ambiguity problem, but it carries the risks noted.
Note 13
I have borrowed the term subparameter from Roeper and Weissenborn
(1990), who used it in reference to a parameter for topic-drop which they
said becomes accessible to the learning mechanism only after the pro-drop
(null subject) parameter has been set to its negative value. I hope my extension of their idea does not distort too greatly what they had in mind.
Note 14
Sakas and Fodor (in press) have shown that a learner that rejects ambiguous input fares best not only if the ambiguity rate is low but also if the
number of parameters expressed per sentence is low. The latter maximizes
the chances that all of the parameters expressed by a sentence are expressed
unambiguously so the sentence can be used for learning. Converting parameters that are ambiguously expressed into parameters that are unexpressed
is thus a doubly effective means of improving the learning rate.
Note 15
Standard parametrizations are nonhierarchical. They satisfy the general
criterion that the values of a parameter must not share any consequences
that are not universal. If they did, then whichever value of the parameter a
learner adopted, it would commit the learner, improperly, to those consequences. (I set aside here the possibility that a parameter might have no
value at all.) For instance: There should be no parameter offering a forced
choice between single and multiple (overt) WH-movement, given that (overt)
WH-movement is not universal. However, such a choice could exist in a
hierarchically structured system as a subparameter dependent on the positive
value of a parameter establishing whether a language has overt WH-movement or not. Which of these approaches is superior can't be established a
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priori; it depends on which permits the best characterization of the class of
natural languages.
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